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This appendix contains two sections. Section A presents details on the Bayesian estima-

tion method adopted in the paper, including details on the sampling scheme and diagnostics

on the convergence of the MCMC algorithm. Appendix B presents additional empirical

results.

A Further details on the Bayesian estimation

A.1 Prior distributions and sensitivity to hyperparameters

The prior specifications used for Bayesian inference of the HF-GARCH, HF-GJR, HF-SV

and HF-SV-L models are summarized in Table A1.

HF-GARCH & HF-GJR HF-SV & HF-SV-L
µ N(0, 10) N(0, 10)

log β0 N(0, 10) -
β1 U(0, 1) -
h - N(0, 10)
β - U(0, 1)
σ2
h - IG(1.001, 1.001)

α, α1, α2 - U(0, 1)
c, c1, c2 p(c|τ 2, ψ) = ϕB(c;0B,

1
τ2
P (ψ)−1)

p(τ 2, ψ) = p(τ 2)p(ψ), where ψ ∼ U(0, 0.99)
(1/τ 2) ∼ Weibull(λ = 1, k = 1.5)

Table A1: Prior specifications for the HF-GARCH, HF-GJR, HF-SV and HF-SV-L models
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SPY: Predictive Density
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SPY: Log Predictive Density

Figure A1: Sensitivity of the HF-SV predictive density to choice of hyperparameters of the
prior distributions.

The spline parameters employ a hierarchical prior structure of Klein and Kneib (2016).

Note that the choice of the hyperparameters deviate from the original recommendation as

their original specification of λ = 2.5 and k = 0.5 implies an infinite prior density at zero,

rendering an improper prior specification. Since we need to integrate over the priors of the

model unknowns, including those of the hierarchical prior of the splines, we opt for the

alternative choice of λ = 1 and k = 1.5, resulting in a proper prior that has higher density

in the near zero ranges of 1/τ 2, still serving the purpose of regularization.

Given that the other parameters employ proper but uninformative priors, the only

source of prior sensitivity comes from the choice of these two hyperparameters. We present

in Figure A1 the predictive distribution from the HF-SV model for the final sample point

of the SPY index, constructed using four choices of the hyperparameters, chosen such that

the prior distribution of 1/τ 2 is proper, but with high density in the near zero ranges.

The alternative prior choices produce predictive densities (dashed coloured lines) that are

indistinguishable from that produced by our choice of prior (solid black line), even under

log transformation, indicating that the information in the likelihood dominates.
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A.2 Details on the sampling scheme for SV model class

We outline the Gibbs sampling algorithm for the stochastic volatility framework, with the

algorithm of the high-frequency stochastic volatility (HF-SV) model and its variant with

leverage effects (HF-SV-L) explained in detail. Note that this algorithm is generic and

also encompasses the plain vanilla SV model, applied with g(φ,xt−p:t−1) = 0 and Steps 6-7

omitted.

The sampler cycles through the following seven blocks:

Step 1: Sampling h1:T

To generate from step one we use the representation of the SV observation equation as

a mixture of seven normals (Kim et al., 1998), and the precision sampler of Chan and

Jeliazkov (2009). We define pseudo-observations z∗t = log((yt−µ)2+0.0001), the observation

equation is re-defined

z∗
1:T = h1:T + µz + diag(σz)u1:T ,

with u1:T ∼ N(0T , IT ), µz = (µs1 , . . . , µsT )
⊤, σz = (

√
σ2
s1
, . . . ,

√
σ2
sT
)⊤. Here, st denotes

the component of the mixture of normals selected for date t, µst and σ
2
st the correspoding

mixture component mean and variance. The state equation is written as

Hh1:T = h̄+ Σhε1:T

with

H =



1 0 0 · · · 0

−β 1 0 · · · 0

0 −β 1 · · · 0

...
...

. . . . . .
...

0 0 · · · −β 1


; h̄ =



h̄+ g(φ,x1−p:0)

(1− β)h̄+ g(φ,x2−p:1)

(1− β)h̄+ g(φ,x3−p:2)

...

(1− β)h̄+ g(φ,xT−p:T−1)


; Σh =



σ2
h

1−β2 0 0 · · · 0

0 σ2
h 0 · · · 0

0 0 σ2
h · · · 0

...
...

. . . . . .
...

0 0 · · · 0 σ2
h


,
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and ε1:T ∼ N(0T , IT ). Then a draw of h1:T can be obtained by first drawing p(s1:T |y1:T ,φ,h1:T )

as in Kim et al. (1998), and then drawing from p(h1:T |s1:T ,y1:T ,x1:T ,φ) = ϕT (h1:T ;µh, P
−1
h )

with Ph = H⊤Σ−1
h H + diag(σ−2

z ) and µh = P−1
h

[
(H⊤Σ−1

h h̄) + diag(σ−2
z )(z∗

1:T − µz)
]
.

Step 2: Sampling µ

Generate from µ | h1:T ,y1:T ∼ N (µ, v) with v = 1/(
∑T

t=1 exp(−ht)) and µ = v
∑T

t=1 yt exp(−ht).

Step 3: Sampling σ2
h

Generate from σ2
h | h1:T ,x1:T , β, h̄,α, c ∼ IG(1.001 + T

2
, b) with b =

{
(h1−h̄−g(φ,x1−p:0))2

1−β2 +∑T
t=1[ht − h̄− β(ht−1 − h̄)− g(φ,xt−p:t−1)]

2
}
/2.

Step 4: Sampling β

Produce a draw from the proposal β̃ ∼ N(µβ, σ
2
β) with σ

2
β =

(
1
σ2
h

∑T−1
t=1 (ht−1 − h̄)2

)−1

and

µβ = σ2
β×

∑T
t=2(ht−h̄)(ht−1−h̄−g(φ,xt−p:t−1))

σ2
h

. The MH acceptance probability with this proposal

simplifies to

min

1,
(1− β̃)1/2 exp(− (1−β̃2)

2σ2
h

(h1 − h̄− g(φ,x1−p:0))
2)

(1− β)1/2 exp(− (1−β2)

2σ2
h

(h1 − h̄− g(φ,x1−p:0))2)
× I(β̃ ∈ [0, 1))

 .

Step 5: Sampling h̄

Generate from h̄ | h1:T ,x1:T , σ
2
h, β,α, c ∼ N(µh̄, σ

2
h̄
), with σ2

h̄
= σ2

h((T − 1)(1 − β)2 +

(1−β2))−1 and µh̄ = σ2
h̄

[
1−β2

σ2
h

(h1 − g(φ,x1−p:0)) +
1−β
σ2
h

∑T
t=2(ht − βht−1 − g(φ,xt−p:t−1))

]
.

Step 6: Sampling α

For the HF-SV model we can generate α from α | h1:T ,x1:T , σ
2
h, β, h̄, c ∼ N(µα, σ

2
α), with

σ2
α = (1−β2

σ2
h
x̃21 +

1
σ2
h

∑T
t=2 x̃

2
t )

−1, µα = σ2
α(

1−β2

σ2
h
x̃1z̃1 +

1
σ2
h

∑T
t=2 x̃tz̃t), with x̃t = g(φ,xt−p:t−1),

z̃1 = h1 − h̄, and z̃t = ht − h̄− β(ht−1 − h̄) for t > 1.

For the HF-SV-L model we can generate first from α1 | h1:T ,x1:T , σ
2
h, β, h̄, c, α2 ∼ N(µα1 , σ

2
α1
),

with σ2
α1

= (1−β2

σ2
h
x̃21+

1
σ2
h

∑T
t=2 x̃

2
t )

−1 , µα1 = σ2
α(

1−β2

σ2
h
x̃1z̃1+

1
σ2
h

∑T
t=2 x̃tz̃t), with x̃t = I(yt−1 <

µ) log(Γ⊤
1 ηt−p:t−1), z̃1 = h1 − h̄ − α20.5 log(Γ

⊤
2 η1−p:0), and z̃t = ht − h̄ − β(ht−1 − h̄) −

α2I(yt−1 < µ) log(Γ⊤
2 ηt−p:t−1) for t > 1.
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Similarly, we generate from α2 | h1:T ,x1:T , σ
2
h, β, h̄, c, α1 ∼ N(µα2 , σ

2
α2
), with σ2

α2
= (1−β2

σ2
h
x̃21+

1
σ2
h

∑T
t=2 x̃

2
t )

−1 , µα2 = σ2
α(

1−β2

σ2
h
x̃1z̃1 +

1
σ2
h

∑T
t=2 x̃tz̃t), with x̃t = I(yt−1 < µ) log(Γ⊤

2 ηt−p:t−1),

z̃1 = h1−h̄−α10.5 log(Γ
⊤
1 η1−p:0), and z̃t = ht−h̄−β(ht−1−h̄)−α1I(yt−1 < µ) log(Γ⊤

1 ηt−p:t−1)

for t > 1.

Step 7: Sampling c and ξ

Step 7 does not have a recognizable distributional form. Thus, we employ MCMC with

Metropolis-Hastings steps to generate samples for ϑ = (c⊤, ξ⊤)⊤. At each MCMC it-

eration we randomly allocate the parameters in ϑ into K mutually exclusive and col-

lectively exhaustive blocks. The k-th block is defined as ϑk = {ϑs : s ∈ Ik}, where

Ik ⊂ {1, . . . , dim(ϑ)} is a random subset of indices such that
⋃K

k=1 Ik = {1, . . . , dim(ϑ)}

and Is
⋂
Ik = ∅ for s ̸= k. We sample one block of parameters at a time, conditional

on its complement set, ϑ\k = {ϑs : s /∈ Ik}, using a Gaussian proposal of the form

q(ϑk) =
∏

s∈Ik ϕ(ϑs;ϑ
∗
s,Σ

∗
s), where ϑ

∗
s denotes the previous draw in the MCMC chain for

the s−th element in ϑ, and Σ∗
s its corresponding step size, iteratively adapted to guarantee

the MH acceptance rate between 30-70%. For the HF-SV model we set K = 2, while for

HF-SV-L we set K = 3.

A.3 MCMC settings and convergence diagnostics

Given the large number of posterior distributions estimated in our application—one for each

stock, time point, and prediction horizon—we present diagnostics only for the full-sample

posteriors for each stock, i.e., those constructed using the entire dataset.

All posteriors were generated using a burn-in of 5,000 draws. For the SV models, we

retained 10,000 draws for inference, and for the GARCH models, 20,000 draws. Table A2

reports computation times in seconds per 100 iterations (measured on a Dell Precision

laptop with a 13th Gen Intel® Core™ i7-13800H 2.50 GHz processor and 32 GB RAM),

along with the mean inefficiency factor IFj = 1 + 2
∑100

i=1 ρij calculated across all model
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HF-SV HF-GARCH
Index Comp. time Mean IF Comp. time Mean IF

SPY 9.598 91.499 4.302 92.607
MID 8.923 123.304 4.258 111.597
SPCY 8.461 149.934 3.794 106.041
SPXEW10 7.107 130.832 3.434 111.602
SPXEW15 6.994 119.414 3.508 94.179
SPXEW20 7.315 110.115 3.856 90.933
SPXEW25 7.393 106.184 3.462 98.643
SPXEW30 7.385 103.384 3.554 106.256
SPXEW35 7.596 111.034 3.492 97.392
SPXEW40 7.254 107.671 3.495 106.545
SPXEW45 6.975 109.233 3.405 87.333
SPXEW50 7.107 124.897 3.524 96.958
SPXEW55 7.076 118.864 3.493 100.577

Table A2: Computation time (seconds per 1000 iterations) and mean effective sample size
(ESS) for the HF-SV and HF-GARCH models, respectively.

parameters. Here, IFj corresponds to the jth parameter, with the parameter set including

the high-frequency weights {γj}Mj=1, where γj = exp(w⊤
j c).

The expanding-window out-of-sample predictive exercise required 36,464 estimations

per model and was executed on the MonARCH (Monash Advanced Research Computing

Hybrid) HPC cluster. We do not report wall-clock times, as queueing delays and hetero-

geneous node performance make such numbers unreliable for comparison. Since the task

is embarrassingly parallel, the relevant computational cost is determined by available re-

sources rather than algorithmic complexity. On a single node, an SV model estimation takes

about two minutes; with 100 parallel jobs, the full exercise for each model was completed in

roughly 12 hours. Therefore, the relevant computational cost is not the wall-clock time of

an individual estimation but rather the parallel efficiency and resource allocation afforded

by the HPC environment. This setup ensures that the exercise is computationally feasible

while also making explicit that the time-to-completion is a function of available parallel

resources rather than the intrinsic complexity of the estimation routines themselves.
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B Supplementary empirical results

B.1 Comparison between Bayesian and MLE predictions

We compare our Bayesian predictive distributions to those produced by frequentist MLE.

Without the toolkit of the hierarchical prior for regularization, we apply Ridge-type regu-

larization as in Eilers and Marx (1996) as penalty term to the likelihood function. As such,

the MLE predictive, pMLE(yT+1|y1:T , η1:T , φ̂MLE), is constructed from the MLE estimate

φ̂MLE = argmax
φ

(log p(y1:T |φ,η1:T )− λT ||∆Γ||) ,

where ||∆Γ|| denote the L2 norm of the first difference in the parameter function Γ and the

penalty λT = λ̃T varies with the sample size to accommodate the scale of the likelihood. We

consider the range λ̃ ∈ [0, 1], with the optimal value of λ̃ dictating this penalty chosen from

predictive cross validation. The value of λ̃ = 0 indicates zero penalty, with the parameter

function Γ allowed to have full flexibility; while the value λ̃ = 1 regularizes Γ to a flat line,

coinciding the estimated model to the GARCH-RV special case.

Table A3 reports the predictive log score for each of the thirteen indices produced by the

Bayesian posterior and the MLE estimate described above. The log scores are computed

over the out-of-sample period investigated in Section 4. The table reveals that the MLE

and Bayesian predictive distributions produce similar overall accuracy, as measured by the

log score. For the majority of the indices, the Bayesian predictive produces larger log score.

We performed the Hansen (2005) Superior Predictive Ability (SPA) test to assess whether

the predictive that generate larger log score indeed perform better statistically. Out of the

thirteen indices, the Bayesian prediction is considered statistically superior to the MLE

prediction in seven cases. The MLE prediction dominates only in one case, and the two

methods perform equivalently in the remaining cases.
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Table A3: Comparison of the MLE and Bayesian predictive log score of the HF-
GARCH(1,1) model with B = 5. Bolded values represent the larger log score value.
Statistically superior predictive according to the SPA test are denoted by * and ** for
the 10% and 5% statistical signficance, respectively.

Index MLE Bayes Index MLE Bayes

SPY -1.096 -1.069* SPXEW30 -0.955 -0.954
MID -1.287** -1.292 SPXEW35 -1.156 -1.154
SPCY -1.385 -1.386 SPXEW40 -1.227 -1.227
SPXEW10 -1.696 -1.695* SPXEW45 -1.259 -1.257**
SPXEW15 -1.262 -1.259** SPXEW50 -1.328 -1.313*
SPXEW20 -1.156 -1.155** SPXEW55 -1.222 -1.220
SPXEW25 -1.213 -1.210*

B.2 Predictive performance with longer lag order

The HF-GARCH(p, q) model in equation (1) can be expressed as a form of ARCH(∞)

model:

σ2
t = β0

q∑
i=1

βiσ
2
t−i + Γ⊤ηt−p:t−1

=
β0

1−B(L)
+

1

1−B(L)
Γ⊤ηt−p:t−1,

=
β0

1−B(L)
+

∞∑
j=1

(B(L))j−1Γ⊤ηt−p:t−1, (16)

where B(L) =
∑q

i=1 βiL
i and L is the lag operator such that Ldxt = xt−d for a generic time

series xt, and the third line follows from the expansion of the term 1/(1 − B(L)) as the

sum of an infinite geometric series. From the above, it is clear that even with p = q = 1

the HF-GARCH allows us to incorporate intraday information from beyond just a single

lag.

Using the structure in equation (16), we extract the model-implied weights from the
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(a): Fitted σ2
t (b): Model implied intraday weights

Figure A2: Comparison of HF-GARCH(1,1) and HF-GARCH(21,1) for SPY.
Fitted σ2

t are depicted in panel (a), and the model-implied intraday weights of squared
returns on conditional volatility in panel (b).

HF-GARCH(1,1) specification for SPY, fitted with B = 5 basis functions, to study the

impact of the intraday information over the 21 lags.4 We compare these with the model-

implied weights from the HF-GARCH(21,1), constructed with B = 15 basis functions. The

HF-GARCH(21,1), when constructed using the five-minute sampling interval, incorporates

1638 observations of squared intraday returns for each evaluation of σ2
t , with the spline to

fit Γ requiring a greater number of basis functions, resulting in a greater computational

cost.

Panel (a) of Figure A2 depicts the fitted conditional volatility and reveals the fitted

volatilities are very similar. Panel (b) depicts the model-implied weights of intraday

information, with those produced by the HF-GARCH(1,1) plotted in blue and the HF-

GARCH(21,1) in red. The implied intraday weights, in general, decay at an almost identi-

cal rate over the trading days, but the HF-GARCH(1,1) captures more nuances in terms of

the patterns across a trading day. We observe such similarities across all series considered,

and further results, including an assessment of the comparative predictive performance of

4The choice of 21 lags here is motivated by the lag choice in the construction of the HAR model of
Corsi (2009).
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Table A4: Comparison of the predictive log score of the HF-GARCH(p,q) model for the
case of p = 1 with B = 5 and p = 21 with B = 15. Both models are estimated using
MLE. Bolded values represent the larger log score value. Statistically superior predictive
according to the SPA test are denoted by * and ** for the 10% and 5% statistical signficance,
respectively.

Index p = 1 p = 21 Index p = 1 p = 21

SPY -1.096** -1.107 SPXEW30 -0.955 -0.953
MID -1.287 -1.288 SPXEW35 -1.156 -1.154
SPCY -1.385 -1.384 SPXEW40 -1.227 -1.226
SPXEW10 -1.696 -1.694 SPXEW45 -1.259 -1.259
SPXEW15 -1.262 -1.258 SPXEW50 -1.328 -1.331
SPXEW20 -1.156 -1.154 SPXEW55 -1.222 -1.220
SPXEW25 -1.213 -1.210**

the models calibrated using maximum likelihood estimation, are provided in Supplemen-

tal Appendix C. Given the similarity in the information structure and fitted volatility, we

adopt the HF-GARCH(1,1) for computational speed.

We further compare the predictive performance of the HF-GARCH(p,q) model to assess

the impact of the choice of lag p. As in the analysis of the main paper, we compare two

choices: p = 1, implying the inclusion of intraday data only in the day leading up to the

prediction period; and p = 21, implying the inclusion of intraday data of the month leading

up to the prediction period. For this predictive exercise, we estimate the models usingB = 5

for the case of p = 1 and B = 15 for the case of p = 21 via MLE with regularization penalty

as described above. The predictive log score are documented in Table A4. Here we observe

that while the larger model with p = 21 produces larger log score over the out-of-sample

prediction period for nine of the thirteen series, the larger model is not statistically superior

in its predictive ability in all but one of these nine indices. Analysis of the other indices

points to the same conclusion, with results available upon request.
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B.3 Comparison of model-implied weights

Figure A3 provide illustrative plots of the intraday weights implied by the HF-SV model and

the HF-GARCH model. As evident, the HF-GARCH weights tend to track the pattern of

the HF-SV weights across the day, with subtle differences in the curvatures for some indices

(likely due to different base models utilized for the conditional volatility). The posterior

mean of the weights implied by the HF-GARCH model almost always sit within the 95%

posterior interval of the HF-SV weights, suggesting they are not different after accounting

for posterior uncertainty. We select a subset of the weights for illustration here, but note

that the patterns are qualitatively similar for the two models across all thirteen industries.

Figure A3: Comparison of the the HF-SV and HF-GARCH implied weights. The
plot shows the posterior mean of model implied weights from the HF-SV model (Γ) in blue
solid line, along with its 95% posterior interval from the full sample fit as shaded areas.
The posterior mean of the model implied weights from the HF-GARCH intraday weights
is plotted in dotted black line.
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To analyze the difference between the HF-SV and the HF-SV-L models, we construct

graphical illustrations of the model-implied intraday weights. Figures A4 and A5 depict the

posterior mean HF-SV model implied weights alongside its corresponding 95% posterior

interval. In each panel, the posterior means of the HF-SV-L model implied weights, Γ1 and

Γ2, are included for comparison. For the majority of cases, intraday weights tend to be more

elevated towards the end of the day that correspond to negative returns, with exceptions

observed for the SPXEW10, SPXEW15, SPXEW20 and SPXEW35. The intraday weights

for positive returns days, captured by Γ1, tend to track the pattern of the model implied

weight of the HF-SV more closely. Despite observing some differences in patterns, most of

the HF-SV-L intraday weights still sit within the posterior intervals of the intraday weights

from the HF-SV model.

B.4 Remaining predictive densities

The representative predictive densities produced for the median realized volatility day for

the remaining indices not presented in the main paper are given in Figures A7 and A8.

S.12



Figure A4: Comparison of the the HF-SV and HV-SV-L implied weights (1). The
plot shows the posterior mean of model implied weights from the HF-SV model (Γ) in blue
solid line, along with its 95% posterior interval from the full sample fit as shaded areas. The
posterior means of the model implied weights from the HF-SV-L, Γ1 representing intraday
weights from a positive return day and Γ2 representing intraday weights from a negative
return day, are plotted in dotted black lines and dashed red lines, respectively.
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Figure A5: Comparison of the the HF-SV and HV-SV-L implied weights (2).
S.14
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Figure A6: Representative predictive densities for three broad equity indices.
This plot shows predictive densities for the three broad equity indices on a day where the
realized volatility is at its median value, when estimated by different scoring rules. The
left column compares the log-score and censored log-score at the 20% threshold, focusing
on the left tail, and the right column shows analogous results for the right tail.
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a) SPXEW10: HFSV vs HFGARCH-F (CS20)
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b) SPXEW10: HFSV vs HFGARCH-F (CS80)
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c) SPXEW15: HFSV vs HFGARCH-F (CS20)
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d) SPXEW15: HFSV vs HFGARCH-F (CS80)
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e) SPXEW25: HFSV vs HFGARCH-F (CS20)
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f) SPXEW25: HFSV vs HFGARCH-F (CS80)
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a) SPXEW35: HFSV vs HFGARCH-F (CS20)
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b) SPXEW35: HFSV vs HFGARCH-F (CS80)
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Figure A7: Representative predictive densities for the SPXEW10, SPXEW15, SPXEW25
and SPXEW35 indices on a day where the realized volatility is at the respective median
values.
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c) SPXEW40: HFSV vs HFGARCH-F (CS20)

LS

CS20

HFSV

-6 -4 -2
-20

-10

0
Focused tail log density

-6 -4 -2 0 2 4 6

0

0.1

0.2

0.3

0.4

0.5

0.6

d) SPXEW40: HFSV vs HFGARCH-F (CS80)
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e) SPXEW50: HFSV vs HFGARCH-F (CS20)
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f) SPXEW50: HFSV vs HFGARCH-F (CS80)
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g) SPXEW55: HFSV vs HFGARCH-F (CS20)
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h) SPXEW55: HFSV vs HFGARCH-F (CS80)
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Figure A8: Representative predictive densities for the SPXEW40, SPXEW50 and
SPXEW55 indices on a day where the realized volatility is at the respective median values.
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