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Abstract

We construct a modeling framework that allows for the flexible contribution of

intraday information to predict the conditional distribution of asset returns. A flex-

ible spline specification is proposed to capture the contribution of intraday returns

inside GARCH and stochastic volatility specifications for daily returns. The “focused

Bayesian” prediction framework is adopted to allow the intraday contribution to the

simpler GARCH specification to be trained according to the region of the support that

is of interest. An empirical analysis of three broad market indices and ten industrial

indices demonstrates the gains from using (i) high-frequency data, (ii) incorporated

flexibly into the low-frequency model, and (iii) simpler specifications estimated using

a focused Bayes approach.
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1 Introduction

Building on the foundational work of Engle (1982) and Bollerslev (1987), the class of gen-

eralized autoregressive conditional heteroskedastic (GARCH) model has been extensively

used in forecasting the distribution of financial returns. Since its introduction, this model

has been extended in many directions including the addition of leverage effects (e.g., Glosten

et al., 1993, Zaköıan, 1994 and Chen and Ghysels, 2011), allowing for fat-tail innovations

(e.g., Hall and Yao, 2003, Fan et al., 2014) and accounting for long memory (e.g., Ding

et al., 1993; Baillie et al., 1996). Alongside this, the class of stochastic volatility (SV) mod-

elshave developed along a similar path (e.g. Jacquier et al., 2004 for fat-tailed innovations

and leverage; and Eraker et al., 2003 for the addition of jumps). With the development of

the realized volatility computed from intraday data, pioneered by Barndorff-Nielsen and

Shephard (2002) and Andersen et al. (2003), this measure has been incorporated in both

classes of volatility models and shown to lead to improvements in predictive performance

see Hansen et al. (2012), Takahashi et al. (2009), Engle et al. (2013), and more recently

Liu et al. (2023).

The use of realized volatility as a predictor implicitly imposes that all intraday observa-

tions have equal predictive content. The class of “mixed data sampling” (MIDAS) models

of Ghysels et al. (2006) provides a way to relax that constraint, by allowing intraday re-

turns to have flexible, estimated, weights. We adopt this framework and propose a method

to flexibly incorporate high-frequency data in a model for the conditional distribution of

lower-frequency returns. We model the weights for the high-frequency observations using a

flexible B-spline function, and we utilize regularized splines, so that the weights are (opti-

mally) shrunk toward a flat weighting function. Our framework encompasses both GARCH

and SV volatility structures, with allowances for leverage impacts on the volatility process

based on the sign of previous day’s return.
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Our use of high-frequency returns in a model for lower-frequency returns builds on the

work of Ghysels et al. (2006), Chen and Ghysels (2011) and Patton and Zhang (2025). Like

those papers, we allow intradaily returns to flexibly enter the lower-frequency model, rather

than imposing a fixed weight structure. However, distinct from these papers is our focus

on modeling the entire predictive distribution, rather than focusing only on the conditional

second moment. Also novel relative to these papers is our use of Bayesian estimation.

Bayesian estimation for estimating predictive return densities goes back to Bawa et al.

(1979), see also Jorion (1985) and Kandel and Stambaugh (1996) amongst others. The

Bayesian approach provides a coherent framework for incorporating parameter estimation

error, which can be sizable for flexible models such as ours, into the predictive distribution.

In addition, we adopt the “focused Bayesian” prediction framework introduced in

Loaiza-Maya et al. (2021), and illustrate that the GARCH specification with flexible in-

traday information estimated under this framework produces competitive results to the

best predictions from the SV specification. This framework is particularly helpful when

the model is misspecified, as it allows the researcher to optimize the fit of the model in

the region(s) of greatest interest to the forecast user, by tailoring the scoring rule used

in estimation. The concept of calibrating the model to a specific scoring rule has been

investigated generically in the context of forecasting, see Gneiting et al. (2007), and more

recently in Patton (2020), Hansen and Dumitrescu (2022) and Martin et al. (2022). Given

the computational demand of the SV model class, the prediction framework using the

simpler GARCH specification is a computationally attractive way to incorporate intraday

information flexibly in a density forecasting model.

We apply our model to daily returns on three broad equity indices (the S&P 500, 400,

and 600 indices, which track large-, mid-, and small-capitalization firms) and ten industrial

indices. We find significant gains in predictive accuracy when using high-frequency data in

the models, whether the base volatility model is of the GARCH or SV class. Interestingly,

2



we find greater weights are placed on end-of-day observations for most series, consistent

with Patton and Zhang (2025) for volatility forecasting. We also highlight the heterogeneity

of the intraday weights over time (see also Andersen et al., 2024), and across the different

industries. Overall, the best performing model across the different indices considered,

as well as across the different forecast horizons, is our proposed HF-SV, where intraday

observations are incoporated flexibly in the SV specification. Finally, consistent with the

theory in Hansen and Dumitrescu (2022), we find that matching the scoring rule used

for estimation to that used for forecast evaluation, i.e. adopting the focused Bayesian

methodology for estimation on the simpler GARCH specification, always leads to forecast

improvements matching that of the best performing SV model.

The paper is organized as follows. In Section 2, we introduce our models for the predic-

tive distribution of daily asset returns under both the GARCH and SV frameworks, and

discuss its relationship with existing specifications. In Section 3 we outline the Bayesian pre-

diction framework used in this paper. Section 4 presents our empirical analysis of 13 equity

return indices, showing how the optimal weights for intradaily data vary, and comparing

the competing models via out-of-sample forecast accuracy. Focused Bayesian prediction

on the simpler GARCH specification is discussed in Section 5. Section 6 concludes, and a

supplemental appendix contains additional details and analyses.

2 Density forecasting with mixed-frequency data

There are two main existing approaches for using high-frequency returns to construct a pre-

dictive distribution for daily returns. In the first approach, a volatility proxy for the second

moment can be defined through some predetermined aggregation of the high-frequency re-

turns, such as realized volatility or its variants. A model is then constructed for this proxy,

and predictions of the proxy can be utilized as input for the conditional distribution of daily
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returns (e.g., see Corsi, 2009; Patton and Zhang, 2025). The second approach considers a

model directly for the return distribution, where the dynamics of the second moment of the

conditional distribution are based on past values of the daily returns (Engle, 1982; Boller-

slev, 1987), exogeneous covariates (Glosten et al., 1993; Brenner et al., 1996), a volatility

proxy constructed from high-frequency data (Hansen et al., 2012), or high-frequency ob-

servations directly (Chen and Ghysels, 2011; Chen et al., 2015; Dhaene and Wu, 2020). We

build on the latter approach and incorporate high-frequency returns into the model for the

conditional distribution of daily returns, allowing the data to dictate how past intraday

returns are weighted.

2.1 Time-varying volatility models with high-frequency data

We propose a modelling framework in which the conditional variance σ2
t at time t is a direct

function of all p ×M squared high-frequency returns observed over the past p lags. The

model is written in general form as1

yt | It−1 ∼ N (µ, σ2
t ),

σ2
t = f(σ2

t−q:t−1, xt−p:t−1, ϵt; φ), (1)

where f(·;φ) is a function that links the current conditional variance σ2
t to past volatilities

σ2
t−q:t−1 = (σ2

t−q, . . . , σ
2
t−1)

⊤, past high-frequency returns xt−p:t−1 = (x⊤
t−p, . . . ,x

⊤
t−1)

⊤, and

an innovation ϵt that allows for the incorporation of stochastic volatility. Here, xt−i =

(yt−i,1, . . . , yt−i,M)⊤ denotes the M high-frequency returns on day t− i. The full parameter

vector φ defines the complete specification of the model.

The function f(·;φ) incorporates a flexible aggregation of the high-frequency returns

1The model can be easily modified to accommodate an irregular number of high-frequency returns
per day, as might arise when using event-time sampling. We focus on the simpler case of evenly spaced
observations in this paper.
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via a weighted sum. Denote ηt−p:t−1 = (η⊤
t−p, . . . ,η

⊤
t−1)

⊤ ≡ xt−p:t−1 ◦ xt−p:t−1, where each

ηt−i =
(
y2t−i,1, . . . , y

2
t−i,M

)⊤
collects the squared high-frequency returns on day t − i, with

y2t,m serving as a proxy for volatility during the mth intraday period—analogous to how

squared daily returns proxy for daily volatility. In our framework, the aggregation of high-

frequency data is modeled as, Γ⊤ηt−p:t−1, where Γ = (γ1, . . . , γMp)
⊤ denotes the vector

of weights used to combine the high-frequency observations across the past p days. This

specification allows for a flexible aggregation structure of the high-frequency returns when

constructing the predictive distribution of daily returns.

The framework allows for alternative specifications for f(·;φ), such as the High Frequency-

GARCH (HF-GARCH) model, with

σ2
t = β0 +

q∑
i=1

βiσ
2
t−i + Γ⊤ηt−p:t−1, (2)

where φ =
(
µ, β0, . . . , βq,Γ

⊤)⊤. In this specification, the volatility is conditionally deter-

ministic, with the dynamics driven by the flexibly weighted sum of squared high-frequency

returns. Another choice of f(·;φ), in which the volatility is assumed to be stochastic rather

than deterministic, is

σ2
t = exp

[
h̄+ β[log(σ2

t−1)− h̄] + α log(Γ⊤ηt−p:t−1) + ϵt
]
, with ϵt ∼ N(0, σ2

h), (3)

where φ =
(
h̄, β, α, σ2

h,Γ
⊤)⊤. We refer to this specification as the High Frequency stochas-

tic volatility model (HF-SV). Our modeling framework also allows for variants of the HF-

GARCH and HF-SV, in which leverage effects are also considered, as is the case of the

High Frequency GJR (HF-GJR) model and the High Frequency SV model with leverage

(HF-SV-L) specified in Panel A of Table 1. As such, our framework in (1) accommodates

both the GARCH and SV type model structure. While the SV class is arguably more
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flexible, it comes at the cost of increased complexity in estimation, as the resulting models

from this class take the form of a non-linear state space model.

Despite its flexibility, a significant challenge in this modeling framework is the high

dimensionality of Γ, which contains p ×M free parameters. Even setting p = q = 1 and

M = 78, the latter corresponding to a five-minute sampling frequency for stocks on the

NYSE, the number of unknowns involved in the model is 81 for the HF-GARCH, while

the HF-SV model involves 82+T unknowns, including the T−dimensional latent volatility

vector.

2.2 Flexible weights with B-splines

The most flexible form of the model in equation (1) is to allow all M × p elements of Γ

to be freely estimated. However, this would result in a large number of parameters which,

even for the smallest choice of p, induces a challenge for inference. In addition, allowing the

elements of Γ to be freely estimated means that estimates of adjacent weights may differ

more than is thought economically reasonable, due simply to estimation error.

To address this, we utilize B-splines (see De Boor, 1978 for an early introduction and

Eilers and Marx, 2010 for a review) to specify the elements of Γ. For the HF-GARCH model

in equation (2), the jth element is defined as γj = exp (f(j)), where f(j) is a flexible function

over the grid points j = 1, . . . ,Mp. We set f(j) = w⊤
j c, where wj = (w1,j, . . . , wB,j)

⊤ is a

vector of basis functions constructed from a uniform B-spline of order l, and whose knots

are uniformly distributed across the interval [1−(Mp−1)/2,Mp+(Mp−1)/2]. The number

of knots, k, along with the order of the spline, l, defines the number of basis functions,

B = k + l + 1. Under this setting, c is a B−dimensional vector of B-spline coefficients,

with B << Mp. The exponential transformation ensures that all elements of Γ are greater

than zero, ensuring positivity of the conditional volatility. In the case of the HF-GJR, we

also use a B-spline structure for both Γ1 and Γ2, each constructed with its own set of basis

6



coefficients, c1 and c2, respectively, allowing for differential impact of the high-frequency

data depending on the sign of the return of the previous day.

For the HF-SV model in equation (3), an additional step is required in the construction

of the spline basis functions to ensure parameter identification. Due to a property of

B-splines, the logarithm of the weights admits location shifts, allowing the function to be

expressed as γj = exp(w⊤
j c) ≡ exp(c̃0+w⊤

j c̃). This leads to an identification issue between

the parameters h̄ and c. To resolve this, we redefine the function as f(j) = w̃⊤
j c, where

w̃j = wj − w̄ and w̄ = 1
M

∑M
j=1wj, so that

∑M
j=1 f(j) = 0. This normalization removes

the location shift and restores identifiability. The HF-SV-L model also uses the identified

basis functions for Γ1 and Γ2, but each constructed with its own set of basis coefficients,

c1 and c2, respectively.

We note that the use of B-splines offers several advantages over alternative specifica-

tions, such as global–local shrinkage priors (Cadonna et al., 2020; Gruber and Kastner,

2025; Huber et al., 2025), where an autoregressive structure typically needs to be imposed

on the weights γj. In our approach, the B-spline representation provides a flexible yet par-

simonious weighting scheme, as inference reduces to estimating the coefficients of the spline

basis. The flexibility of the spline can be controlled by the number of basis functions B,

and well-known regularization techniques in inference of the spline coefficients c assist with

controlling the smoothness of the spline. In classical likelihood framework, a LASSO type

penalty term can be applied, as in Eilers and Marx (1996). Under the Bayesian framework,

a hierarchical prior that ensures smoothness and regularization towards equal weights can

be applied; see Kneib et al. (2011) and Klein and Kneib (2016), for examples. By contrast,

adopting autoregressive-type weights necessitates the introduction of additional latent state

variables, expanding the inferential problem to an Mp-dimensional stochastic vector. This

vector enters through the conditional second moment of daily returns, yielding a non-linear

state-space model that is both computationally intensive and challenging to estimate.
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2.3 Comparison with existing models

The modeling framework in equation (1) encompasses several existing models in the lit-

erature as special cases. In particular, the conventional GARCH(p,q) model of Bollerslev

(1986), the GJR model of Glosten et al. (1993) can be obtained with the choiceM = 1, cor-

responding to the daily sampling frequency, while the stochastic volatility (SV) model can

be recovered by setting Γ = 0, such that high-frequency information is not incorporated

into the volatility specification. When the parameter vector Γ exhibits a block structure,

such that Γ =
(
α⊤ ⊗ ι⊤M

)⊤
, where α is a p × 1 vector of parameters and ιM is a M × 1

vector of ones, the framework also encompasses the GARCH-RV model.

Our specification is related to the Hybrid GARCH proposed in Chen and Ghysels (2011),

though we focus on flexible weights as a function of the time of day, while Chen and Ghysels

(2011) allow the weights to vary as a function of the lagged return, thereby capturing a

flexible form of leverage effect (Engle and Ng, 1993). Dhaene and Wu (2020) propose

using intraday observations to model the conditional distributions of weekly returns, with

weighting schemes taking various forms of exponentially decaying weights with an estimated

decay parameter. With trading activities typically exhibiting diurnality patterns, as is

captured in the context of the duration of trades in Engle and Russell (1998) and in

the explicit modeling of intraday returns in Engle and Sokalska (2012), we allow for the

information in the data to reveal how each intraday return contributes to future volatility.

Finally, our model is in the spirit of Patton and Zhang (2025), who investigate the optimal

intradaily return weights when forecasting realized volatility. In contrast, we focus on

predicting the complete predictive distribution of daily returns, and we take into account

the parameter estimation error in our model via our Bayesian estimation approach.

Note that the proposed HF-SV specification resembles the continuous-time specification

of Todorov et al. (2011), which incorporates a time-of-day adjustment to capture intraday
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volatility patterns in the construction of their realized Laplace transform of volatility. Our

discrete-time formulation reflects this idea within the proposed framework, while remaining

computationally tractable for inference and prediction. However, the weighting schemes

for intraday returns in our framework are prediction-oriented: they highlight the intradaily

returns that are most informative for the daily predictive distribution. This contrasts with

prior work such as Todorov et al. (2011) and Andersen et al. (2024), which considers diurnal

volatility curves to capture systematic variation in volatility throughout the day.

In our empirical analysis that follows, we compare the performance of our modelling

framework with the models listed in Panel B of Table 1 to a selection of conventional bench-

mark models listed in Panel A. The benchmark models are special cases of our proposed

HF-GARCH, HF-GJR, HF-SV and HF-SV-L specifications. In benchmarking against these

simpler alternatives, we assess the predictive gains achieved by flexibly modelling high-

frequency information in the context of density forecasting.

3 Model inference and prediction

We use Bayesian methods to estimate the models, which offer several advantages for our

application. Most importantly, they allow us to incorporate the various sources and mag-

nitudes of estimation error in our predictive density, see Bawa et al. (1979), Jorion (1985)

and Kandel and Stambaugh (1996) for example. We also exploit the Bayesian structure

and apply a hierarchical prior to the B-spline coefficients, which regularizes the estimated

weights towards equal weights, and induces smoothness in the estimated weight function.

Moreover, by employing the generalized Bayesian framework (see Bissiri et al., 2016), we

can generate predictions for the tails of return distributions that are robust to model mis-

specification.

In this section, we first outline the conventional likelihood-based Bayesian method,
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Table 1: Model specifications. This table presents the conditional volatility models
considered in this paper. Panel A presents the benchmark specifications using daily data.
Panel B presents extensions that flexibly include high frequency data in models for daily
variance. All required data quantities in the table can be expressed in terms of the raw
high-frequency returns, xt−p:t−1, using the identities RVt−i = ι⊤Mηt−i and yt−i = ι⊤Mxt−i.

Model Specification

Panel A: Benchmark model specifications

GARCH σ2
t = β0 +

∑q
i=1 βiσ

2
t−i +

∑q
i=1 αi(yt−i − µ)2

GJR σ2
t = β0 +

∑q
i=1 βiσ

2
t−i +

∑p
i=1 αi,1(yt−i − µ)2I(yt−i ≥ µ)+∑p

i=1 αi,2(yt−i − µ)2I(yt−i < µ)

SV σ2
t = exp

[
h̄+ β(log(σ2

t−1)− h̄) + ϵt
]
with ϵt ∼ N (0, σ2

h)

GARCH-RV σ2
t = β0 +

∑q
i=1 βiσ

2
t−i +

∑p
i=1 αiRVt−i

Panel B: New model specifications

HF-GARCH σ2
t = β0 +

∑q
i=1 βiσ

2
t−i + Γ⊤ηt−p:t−1

HF-GJR σ2
t = β0 +

∑q
i=1 βiσ

2
t−i + I(yt−1 ≥ µ)Γ⊤

1 ηt−p:t−1 + I(yt−1 < µ)Γ⊤
2 ηt−p:t−1

HF-SV σ2
t = exp

[
h̄+ β[log(σ2

t−1)− h̄] + g(φ,xt−p:t−1) + ϵt
]
, with ϵt ∼ N (0, σ2

h) and
g(φ,xt−p:t−1) = α log(Γ⊤ηt−p:t−1)

HF-SV-L σ2
t = exp

[
h̄+ β[log(σ2

t−1)− h̄] + g(φ,xt−p:t−1) + ϵt
]
, with ϵt ∼ N (0, σ2

h) and

g(φ,xt−p:t−1) = log
[(
Γ⊤

1 ηt−p:t−1

)α1I(yt−1≥µ) (
Γ⊤

2 ηt−p:t−1

)α2I(yt−1<µ)
]

along with the prior specifications employed to assist in regularizing the B-splines in our

model specification. We describe in detail the differences in the inferential approaches

between the conditionally deterministic and stochastic volatility model classes, along with

the construction of horizon-specific density predictions. The focused Bayesian prediction

framework (see Loaiza-Maya et al., 2021) that is used to produce tail-focused predictive

distributions is presented in Section 5.
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3.1 The posterior distribution with hierarchical priors

Denote y1:T = (y1, . . . , yT )
⊤ to be the vector of T daily returns, and x1:T = (x⊤

1 , . . . ,x
⊤
T )

⊤

to the corresponding vector of MT intraday high-frequency returns. The models in our

framework prescribe the likelihood

p(y1:T |φ,x1:T ) =
T∏
t=1

p(yt|x1:t−1,φ). (4)

In the case of the GARCH framework for f(.), the likelihood is a product of Gaussian

densities over the data sample. Under the SV framework, the evaluation of the likelihood

involves integrating out the latent volatility, and we discuss this in more detail in Section

3.2.2. The structural model parameter vector, given by φ, varies with the structure of the

model. For ease of inference, we transform all constrained parameters so that φ ∈ Rd. For

example, the HF-GARCH model has φ =
(
µ, β̃0, β̃1, . . . , β̃p, c

⊤
)⊤

, with β̃0 = log β0 and

β̃i = Φ−1(βi) for i = 1, . . . , p, where Φ(.) is the standard normal CDF.

The key objective of Bayesian analysis is the computation of the posterior distribution,

combining the likelihood with prior distributions of the model unknowns. With application

of Bayes rule, the posterior takes the form

p(φ|y1:T ,x1:T ) ∝ p(y1:T |φ,x1:T )p(φ), (5)

where p(φ) is the prior of the structural model parameters. With the use of B-spline basis

functions to specify the contribution of high-frequency observations, we augment the prior

to introduce a hierarchical structure that assist regularization of the vector Γ towards a

vector of constants. The augmented posterior becomes

p(φ, ξ|x1:T ,y1:T ) ∝ p(y1:T |x1:T ,φ)p(φ|ξ)p(ξ), (6)
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where ξ collects the hyperparameters resulting from the hierarchical prior.

Specifically, the prior of the coefficient vector of the basis functions takes the hierarchi-

cal structure p(c|τ 2, ψ) = ϕB(c;0B,
1
τ2
P−1(ψ)), where P−1(ψ) denotes the banded precision

matrix mimicking the precision matrix of an autoregressive process of order 1, with autore-

gressive coefficient ψ. This prior, proposed in Klein and Kneib (2016) and also considered

in Ong et al. (2018), induces smoothness and regularizes the function f(j) towards a flat

line, with the hyperparameters τ and ψ, governing the deviation around the equal weights

model. The hyper-parameters are assumed to have a prior density p(τ 2, ψ) = p(τ 2)p(ψ),

where ψ ∼ U(0, 0.99) and (1/τ 2) ∼ Weibull(λ, k). We transform these two parameters to

the real line as τ̃ = log τ 2 and ψ̃ = 0.99/(1 + exp{−ψ}), and their priors are also modified

according to the Jacobian of the transformation. With τ and ψ now being part of the

inferential problem, the degree of regularization is informed by the data2. As such, the

resulting implied predictive distribution accounts for posterior uncertainties while at the

same time regularizing towards the inclusion of the equally weighed realized volatility in

the specification of f(.). This hierarchical prior structure is also employed for c1 and c2 of

the HF-GJR and HF-SV-L models.

For the remaining elements of the structural parameter vector φ, we employ proper

but uninformative priors, as summarized in Table A1 of Appendix A.1. The choice of

hyperparameters, λ and k, and sensitivity of the predictive distribution to this choice, is

also discussed in detail in this Appendix.

2In the frequentist context, penalization terms can be introduced to the criterion function, akin to
LASSO type penalty, see Eilers and Marx (1996). Such method relies on the selection of a penalty term to
control the smoothness, typically done by optimizing some criteria function, such as the AIC, or via cross
validation.
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3.2 MCMC sampling scheme

For both the SV and GARCH model classes, the posterior distributions are not available in

closed form. To address this, we employ the Markov Chain Monte Carlo methods to obtain

samples from the respective posterior distributions, with the predictive distribution also

evaluated numerically. The sampling schemes differ for the two model classes: while the

GARCH models permit relatively direct sampling of the parameters, the SV specification

requires additional steps to account for the latent volatility process. We describe the

sampling scheme for each class of models in this subsection.

3.2.1 The GARCH model class

We employ adaptive random walk Metropolis-Hastings (MH) sampling to iteratively gen-

erate samples for θ = (φ⊤, ξ⊤)⊤ from its posterior, due to the absence of closed form con-

ditional posterior distributions. At the beginning of each MCMC iteration we randomly

allocate the model parameters intoK mutually exclusive and collectively exhaustive blocks.

The k-th block is defined as θk = {θs : s ∈ Ik}, where Ik ⊂ {1, . . . , dim(θ)} is a random

subset of indices such that
⋃K

k=1 Ik = {1, . . . , dim(θ)} and Is
⋂
Ik = ∅ for s ̸= k. We sample

one block of parameters at a time, conditional on its complement set, θ\k = {θs : s /∈ Ik},

using a Gaussian proposal of the form q(θk) =
∏

s∈Ik ϕ(θs; θ
∗
s ,Σ

∗
s), where θ

∗
s denotes the

previous draw in the MCMC chain for the s−th element in θ, and Σ∗
s its corresponding

step size, iteratively adapted to guarantee the MH acceptance rate between 30-70%. New

proposal draws θ
′

k are accepted with probability

α = min

(
1,
p(y1:T |x1:T ,θ

′

k,θ
∗
\k)p(θ

′

k)

p(y1:T |x1:T ,θ
∗)p(θ∗)

)
. (7)

After adequate burnin and inference sampling periods, we collect J draws from the exact

posterior denoted as {θ[j]}Jj=1; note that the terms involving q(·) in the acceptance ratio
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cancel out due to the symmetry of the proposal distribution.

3.2.2 The SV model class

Posterior inference for the SV class model is more challenging due to the presence of

the latent volatility process, with the log-volatility, defined as ht = log(σ2
t ), following a

stochastic process. The likelihood (4), marginal of the stochastic volatility, is computa-

tionally intensive as it involves the evaluation of a T−dimensional integral. Thus, we

augment the parameter space so that h1:T = (h1, . . . , hT )
⊤ is part of the model unknowns

and θ = (φ⊤, ξ⊤,h⊤
1:T )

⊤.

Inference of the SV model class, thus, is subject to sampling to the augmented posterior

distribution

p(φ, ξ,h1:T |x1:T ,y1:T ) ∝ p(y1:T | h1:T ,φ,x1:T )p(h1:T | φ,x1:T )p(φ|ξ)p(ξ), (8)

with p(h1:T | φ,x1:T ) dictated by the structure of the model defined by f(.). Generation

from the posterior distribution is achieved using a Gibbs sampling scheme with the following

seven steps:

1. h1:T ∼ p(h1:T | y1:T ,x1:T ,φ)

2. µ ∼ p(µ | h1:T ,y1:T )

3. σ2
h ∼ p(σ2

h | h1:T ,x1:T , β, h̄,α, c)

4. β ∼ p(β | h1:T ,x1:T , σ
2
h, h̄,α, c)

5. h̄ ∼ p(h̄ | h1:T ,x1:T , σ
2
h, β,α, c)s

6. α ∼ p(α | h1:T ,x1:T , σ
2
h, β, h̄, c)

7. (c, ξ) ∼ p(c, ξ | h1:T ,x1:T , σ
2
h, β, h̄,α)

Due to the stochastic structure of the latent volatility process being linear and Gaus-

sian in its logarithm, we can exploit the precision sampler of Chan and Jeliazkov (2009), in

combination with the seven-component normal mixture approximation in Kim et al. (1998)

for the log-volatility model, in sampling Step 1. Due to the linear structure of log-volatility

and conjugacy of the prior distribution, Steps 2., 3., 5., and 6. involve direct sampling from
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closed form conditional posteriors. With parameter restrictions, Step 4. does not yield a

known conditional distribution and is therefore handled using a random walk MH step.

Similarly, Step 7. is sampled using a block MH procedure. Further details of these steps

are provided in Appendix A.

3.3 Constructing h-step-ahead predictions

One-step-ahead predictions are computed from the posterior predictive density:

p(yT+1|y1:T ,x1:T ) =

∫
p(yT+1|θ,x1:T )p(θ|x1:T ,y1:T )dθ. (9)

This predictive density is evaluated numerically as

p̂(yT+1|y1:T ,x1:T ) =
1

J

J∑
j=1

p(yT+1|θ[j],x1:T ), (10)

where θ[j] is the jth draw obtained via the MCMC scheme described above. Note that even

when the conditional model implies Gaussian predictions, the Bayesian predictive distri-

bution need not be Gaussian. This is because it integrates over the posterior distribution

of the parameters, inducing a Gaussian mixture predictive distribution, in contrast to the

frequentist predictive which is Gaussian conditional on the maximum likelihood estimate

of the parameters.

For the h-step-ahead prediction where h > 1, we employ the “direct” multi-step fore-

casting framework. In such setting, we utilize the model in equation (1) but with the vector

of high-frequency data lagged by h periods, such that

σ2
t = f(σ2

t−q:t−1, xt−h−p:t−h−1, ϵt; φ). (11)

This implies that we train the posterior distribution of all model unknowns specific to the
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horizon of interest. Thus, the h−step-ahead predictive distribution takes the form of

ph(yT+h|y1:T ,x1:T ) =

∫
p(yT+h|θ,x1:T )ph(θ|x1:T ,y1:T )dθ, (12)

where ph(·) denotes that the posterior has being updated specifically to the forecast horizon

h. As such, the predictive distribution can be constructed based on the observed high-

frequency observation at time point T without additional assumptions of its evolution

between time T and T + h, as would be required in the “iterated” multi-step forecasting

framework. As in the one-step-ahead forecasting in equation (10), we obtain the h-step-

ahead prediction numerically from posterior draws of the model unknowns.

3.4 Density forecast evaluation

We employ four proper scoring rules in evaluating the density forecasts produced by the

competing models. Overall performance is evaluated by the log score (LS) and the contin-

uous ranked probability score (CRPS) of Gneiting et al. (2007). We also consider scoring

rules that assess the performance of the predictive distribution over particular regions of the

support, which are important ingredients in risk management applications. In particular,

we employ the variant of the LS that focuses specifically on evaluating a particular region

of the distribution in the censored log score (CS) of Diks et al. (2011). In risk management

applications, the region of interest is typically in the tails of the distribution, with the lower

(upper) tail being relevant to risk of loss in long (short) positions in an asset. In addition,

we employ the interval score, which evaluates the quality of the (1− α) predictive interval

with end points at the α/2 and (1−α/2) quantiles. The scoring rules summarized in Table

2. We denote the predictive distribution for the h−step-ahead forecasting horizon, formed

at time t by pt,h(.), and its corresponding cumulative density function (CDF) is denoted

by Pt,h(.).
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Table 2: Scoring rules. This table presents the scoring rules used to evaluate h−step-
ahead density forecasts, pt,h. Pt,h denotes the corresponding cumulative distribution func-
tion (CDF), and yt+h denotes the observed value at time t+ h. For the censored log score,
A represents the region of interest and Ac its complement.

Score Abbreviation Score Definition

Log score LS S(pt,h, yt+h) = log pt,h(yt+h)

Censored CS S(pt,h, yt+h) = I(yt+h ∈ A) log pt,h(yt+h)
log score +I(yt+h ∈ Ac) log(

∫
y∈Ac pt,h(y)dy)

Continuous rank CRPS S(Pt,h, yt+h) = −
∫∞
−∞ (Pt,h(y)− I(y ≥ yt+h))

2 dy

probability score

Interval score IS S(Pt,h, yt+h) = (ut − lt) +
2
α
(lt − yt+h)I(yt+h < lt)

+ 2
α
(yt+h − ut)I(ut < yt+h)

where ut ≡ P−1
t,h (1− α/2) and lt ≡ P−1

t,h (α/2)

In the context of evaluating the Bayesian predictive distribution, all predictive densi-

ties are evaluated marginal of the parameter uncertainty, with the predictive distribution

explicitly defined in Section 3.3. We also utilize these scoring rules in constructing focused

predictive distributions from the simpler HF-GARCH model in Section 5.

4 Analysis of predictive performance

4.1 Data description

We study the predictive distribution of 13 equity indices. The first three indices are broad

market indices: the SPY is an exchange-traded fund (ETF) that tracks the S&P 500 index,

an index of large market capitalization stocks. MID and SPCY are ETFs that track the

S&P 400 and S&P 600 indices, which are mid- and small-cap indices, respectively. We

additionally consider ten S&P industry indices. All the data comes from the New York
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Table 3: Summary statistics. This table presents the tickers of the indices studied in
this paper, along with summary statistics for daily returns and daily realized variances for
these indices. The first two indices are available from January 3, 2000, the third is available
from October 30, 2002, and the remainder are available from November 3, 2006. The last
day in our sample for all indices is December 2, 2022.

Return statistics RV statistics
Index Description Skew Kurt Avg 5th 25th 75th 95th
SPY Large cap -0.220 10.186 0.988 0.080 0.211 0.977 3.123
MID Mid cap -0.426 10.532 0.956 0.113 0.244 0.847 3.046
SPCY Small cap -0.369 9.301 1.023 0.134 0.274 0.933 3.370
SPXEW10 Energy -0.332 9.465 3.051 0.400 0.860 3.112 9.080
SPXEW15 Materials -0.309 8.879 1.567 0.170 0.374 1.490 5.035
SPXEW20 Industrial -0.231 8.696 1.183 0.122 0.261 1.090 3.848
SPXEW25 Cons Discretionary -0.084 10.314 1.435 0.140 0.283 1.364 5.242
SPXEW30 Cons Staples -0.428 10.879 0.636 0.092 0.176 0.566 1.817
SPXEW35 Health Care -0.404 9.985 0.807 0.119 0.224 0.777 2.454
SPXEW40 Financial -0.001 16.869 1.919 0.145 0.324 1.482 7.833
SPXEW45 I.T. -0.177 7.695 1.283 0.148 0.316 1.287 4.147
SPXEW50 Telecom -0.239 10.451 1.257 0.202 0.373 1.211 3.803
SPXEW55 Utilities 0.249 14.226 1.123 0.168 0.332 0.956 2.844

Stock Exchange Trades and Quotes (TAQ) database. We sample high-frequency returns

at the five-minute frequency, yielding M = 78 high-frequency returns per day, balancing

the incremental information from finer sampling with the impact of market microstructure

noise (Liu et al., 2015). We omit the overnight return and any trading day with reduced

trading hours. Summary statistics on our data are provided in Table 3.

4.2 Out-of-sample predictive performance

We now consider the out-of-sample performance of the models listed in Table 1. All models

are estimated on an initial period of 1,500 trading days via the MCMC sampling scheme

described in Section 3.2. For the GARCH class models, we consider a burnin sample

of 5,000 and collect an inference sample of 20,000 draws, with every 10th draw used to

construct the predictive distribution. Due to the computation costs of real-time updating,

we employ a smaller MCMC posterior draw for the SV class model, with 5,000 burnin
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sample and 10,000 draws. We report computation times and the inefficiency factors of

the HF-SV and HF-GARCH in Appendix A.3. As robustness checks, we also performed

maximum likelihood estimation (MLE) analysis of the HF-GARCH model, with predictive

results found somewhat inferior to the Bayesian counterpart (Appendix B.1). Lag order

selection is also studied, with the HF-GARCH with 21 lags of intraday information included

performing on par with the HF-GARCH(1,1) (Appendix B.2). For all subsequent predictive

analyses, we thus consider all model specifications with one lag of intraday information

incorporated.

We construct multi-step-ahead predictive distributions, with h ∈ {1, 5, 10, 20} trading

days, with direct forecasting used for the cases of h > 1. We then expand the estimation

window by one trading day, and repeat this procedure until predictions for the last ob-

servation in the sample are produced. We consider a B-spline of order three and a total

number of B = 5 basis functions for all models that include the high-frequency information

as part of the volatility process.3

4.2.1 The gains from flexibly incorporating high-frequency information

We first assess the value of flexibly modelling high-frequency information in conditional

volatility models relative to the conventional benchmarks. The relative performance of

the proposed models in Panel B of Table 1 against the conventional special cases listed

in Panel A of the same table. Specifically, we assess the relative performances of each of

the model pairs: the HF-GARCH against the GARCH; HF-GJR against the GJR; HF-SV

against SV; and HF-SV-L against the SV. Table 4 reports the number of indices for which

incorporating high-frequency data yields a statistically significant improvement over the

conventional model. For the assessment of statistical significance, we employ the Superior

3We also considered B ∈ {3, 5, 10} and the results are robust to this choice. We also investigated the
classical beta weighting function that is commonly used in the MIDAS literature, with the predictive results
from the beta weights not competitive to the more flexible B-splines.
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Predictive Ability (SPA) test of Hansen (2005), with the loss function used in such tests

being the negative orientation of the distribution forecast scoring rules given in Table 2,

using the 5% significance level.

As is evident in Table 4, the models that employ flexible weighting of high-frequency

observations produce statistically higher predictive scores in the majority of cases for short

horizon forecasts (up to h = 5) across all seven scoring rules. Including high-frequency

observations flexibly leads to a gain in the predictive LS observed for all but one indices

for both h = 1 and h = 5, regardless of the conditional volatility specification. Perhaps

unsurprisingly, we observe a reduction in the gain as the predictive horizon h increases.

For example, at horizon h = 20 improvements in the LS score are observed for more than

two stock indices only under the SV specification.

The predictive gains in the lower tail (measured by CS10 and CS20) are most prominent

in short-horizon forecasting, but we note that we can still maintain some predictive gain

in the upper tail of the predictive distribution from the SV model class at longer horizon

(as measured by CS80 and CS90), with significantly higher predictive scores observed

for all but one index. The improvement in these tail specific scoring rules indicate that

flexible modelling of high-frequency information can assist in improving tail risk predictions.

The CRPS score also indicates that our flexible framework is statistically superior in the

majority of cases, with the deterioration over longer horizon less pronounced. Note that the

remainder cases for each of the cells in Table 4 correspond to the cases where our flexible

modelling framework produces statistically equivalent scores to the conventional models.

We found no instances where a conventional model is superior to its flexible counterpart.

4.2.2 Comparison with alternative models

We now turn our attention to the comparative performance of all competing models given

in Table 1. We summarize the predictive scores results by means of the “model confidence
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Table 4: Gains from flexibly using high frequency data. This table reports the
number of series (out of a total of 13) where flexibly incorporating high frequency (HF)
data leads to statistically significant improvements in predictive scores over the benchmark
models without HF data, based on the SPA test of Hansen (2005) at the 5% level.

LS CS10 CS20 CS80 CS90 CRPS MSIS

Panel A: GARCH vs HF-GARCH

h = 1 13 11 11 13 9 13 12
h = 5 12 9 10 9 8 8 7
h = 10 7 1 1 3 3 5 4
h = 20 2 2 4 3 2 6 5

Panel B: GJR vs HF-GJR

h = 1 12 11 11 10 9 12 9
h = 5 13 8 8 9 9 10 7
h = 10 6 1 2 3 3 6 4
h = 20 2 2 2 2 2 6 3

Panel C: SV vs HF-SV

h = 1 13 11 11 13 13 13 13
h = 5 13 5 6 13 13 13 12
h = 10 12 2 2 13 13 13 7
h = 20 11 2 2 12 12 13 8

set” of Hansen et al. (2011). We perform the MCS analysis for each index, forecast horizon

h ∈ {1, 5, 10, 20}, and scoring rule, and report the number of cases where a given model

is included in the 95% model confidence set. In each cell of Table 5, the smallest possible

frequency is zero (never included in the confidence set) and the maximum possible frequency

is 13 (included in the confidence set for all indices). More frequent inclusion in the model

confidence set indicates the superior predictive performance according to a particular score.

From Table 5, we observe that the conventional deterministic volatility models without

any high-frequency information, namely the GARCH and GJR models, are rarely included

in the model confidence set when assessed against the more flexible volatility specifications.
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Including high-frequency information in these models leads to improvements, with the

GARCHRV performing considerably better than the conventional GARCH. Our proposed

HF-GARCH specification performs mostly on par with the GARCHRV, but with predictive

gain observed in the upper tail of the distribution, as measured by more frequent inclusion

under the CS80 and CS90 scores.

The SV model is never included in the model confidence set when LS is used to assess

the overall predictive performance for the shorter horizons of h = 1 and h = 5. However,

the SV performs on par with the HF-GARCH, HF-GJR and GARCHRV in predicting the

lower tails over these horizons. In the longer horizons of h = 10 and h = 20, the SV

model’s performance improves and is included in the model confidence set more often than

the deterministic class of models.

The HF-SV and HF-SV-L models are most often included in the model confidence set,

both included for all indices for h = 1. Interestingly, the HF-SV-L model, which allows for

asymmetric impact of high-frequency data, does not perform as well as HF-SV in predicting

the upper-tail of the return distribution for the longer horizons, possibly due to the lack of

asymmetric relationship over the longer horizon. Amongst the eight models assessed here,

the HF-SV model is by far the most robust, with the model included in the confidence set

for all forecast horizons and all predictive scores considered, except for one case.

In summary, we observe that including high-frequency information flexibly certainly

leads to improvement in the prediction of returns distribution, whether the base volatility

specification is deterministic or stochastic in nature. Even when considering the latent SV

class of model, allowing for high-frequency volatility proxies to enter the latent volatility

process in a flexible manner leads to further improvements across all predictive regions.

In addition, the allowance for asymmetric impact of high-frequency information in the SV

setting did not lead to any predictive gains, thus, our results suggest that, for the indices

analyzed, the HF-SV model provides the most robust predictive performance.
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Table 5: Frequency of inclusion in model confidence set. This table presents the
number of series (out of a total of 13) that a given model is included in the 95% model
confidence set of Hansen et al. (2011). The forecast horizons considered are 1, 5, 10 and
20 days.

LS CS10 CS20 CS80 CS90 CRPS IS LS CS10 CS20 CS80 CS90 CRPS IS

Panel A: h = 1 Panel B: h = 5

GARCH 0 1 1 0 2 0 3 0 3 2 0 0 0 9
GJR 0 1 1 5 10 0 6 0 4 2 1 1 0 10
SV 0 6 4 0 1 0 2 0 11 11 0 0 1 8
GARCHRV 3 6 6 8 13 5 13 2 5 3 4 4 4 13
HF-GARCH 3 5 5 12 13 5 13 1 5 4 4 4 2 13
HF-GJR 3 6 4 12 13 7 13 0 5 4 6 6 5 13
HF-SV 13 13 13 13 13 13 13 13 13 13 13 13 13 13
HF-SV-L 13 13 13 13 13 13 13 13 13 13 4 5 12 12

Panel C: h = 10 Panel D: h = 20

GARCH 0 2 2 1 2 0 12 1 4 2 3 4 1 13
GJR 0 2 2 1 4 0 13 1 4 1 4 4 1 13
SV 2 13 13 1 1 2 9 13 13 13 4 5 8 12
GARCHRV 0 2 2 3 5 3 13 1 7 1 4 4 1 13
HF-GARCH 0 2 2 6 6 3 13 1 5 2 3 3 1 13
HF-GJR 0 3 2 5 5 1 13 1 5 2 4 4 1 13
HF-SV 13 13 13 13 13 13 13 13 13 13 13 13 13 12
HF-SV-L 11 13 13 7 8 13 13 13 11 13 10 10 13 12

4.3 Understanding the predictive performance improvements

As discussed above, the flexible weighting of high-frequency returns improves out-of-sample

performance. We now turn our attention to the features of the optimal weights and how

they lead to better predictions. Results presented in Appendix B.3 show that the intraday

weights implied by the GARCH and SV specifications are of similar shapes across all

industries considered. The weights from the HF-SV and HF-SV-L models exhibit some

differences in the intraday weights conditional on the sign of the previous day’s returns,

however the weights implied by the HF-SV-L model sit within the posterior intervals of the

intraday weights from the HF-SV model. We thus focus the analysis below on the weights

implied by the model with the best overall predictive performance, the HF-SV model.

23



4.3.1 Heterogeneity in intraday weights across time

First, we analyze the structure of the estimated weights, Γ, from the HF-SV model in

equation (3). As described in Section 2.1, the weight function in the HF-SV model is

normalized, so that these model-implied weights are comparable in scale across industries.

Figure 1 depicts the posterior mean of Γ from the HF-SV model for six representative index

series, namely the three broad market indices (SPY, MID, and SPCY) and the Materials,

Industrials, and Consumer Staples indices (SPXEW15, SPXEW20, and SPXEW30). Each

panel depicts the posterior mean estimate obtained using the data from the beginning of

the sample up to the end of the year specified by the axis. Note that the corresponding

intraday weight implied by realized volatility aggregation is a constant weight equal to one.

The six panels presented in Figure 1 reveal heterogeneity in the weights across indices

as well as time. For the three broad stock indices depicted in panels (a) to (c), we observe

that the information from the end-of-day trading period tends to have a larger impact on

the conditional return distribution of the following day, broadly in line with the pattern

discovered in Patton and Zhang (2025). While our analysis focuses on the role of intraday

returns in shaping the predictive distribution of the next-day return, the observed time-

variation in intraday patterns aligns with the findings of Andersen et al. (2024), who

document temporal changes in intraday periodic volatility using tests based on realized

measures.

There is a greater degree of heterogeneity observed in the industrial sub-indices, pre-

sented in panels (d) to (f). In the case of the Materials index (SPXEW15), the model

implied weights are relatively flat at the start of the sample, while towards the end of

the sample the intraday weights gradually shift to patterns that align with the broad

market indices. The weights for both the Industrials (SPXEW20) and Consumer Staples

(SPXEW30) indices in panels (e) and (f) exhibit a pattern showing a larger contribution
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(a) Large caps (SPY) (b) Mid caps (MID)

(c) Small caps (SPCY) (d) Materials (SPXEW15)

(e) Industrials (SPXEW20) (f) Consumer staples (SPXEW30)

Figure 1: Weights on intraday returns as a function of time of day, by year. The
weights are from the HF-SV. Dark blue ribbons are represent weights that are older in
time, and yellow ribbons represent the most recent weights.
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towards the middle of the day, at least for the early part of the sample period, with the blue

ribbons peaking in the middle of the time-of-day dimension. However, towards the end of

the sample period there is a shift to larger weights on the end-of-day observations. For the

Industrials index (SPXEW20), the weights become monotonically decreasing. In contrast,

for Consumer Staples (SPXEW30), the returns after noon exhibit relatively equal weights

near 2022. These results highlight the flexibility of the spline structure used to capture the

intraday information in our proposed framework.

4.3.2 Heterogeneity in intraday weights across series

With the flexibility of the spline used to capture how the intraday observations are weighted,

we investigate the heterogeneity in the pattern the HF-SV recovered across the thirteen

indices we employ here. Using the posterior means of Γ implied by the HF-SV model

estimated with the full data sample, we analyze the similarities of the patterns using k-

means clustering analysis. The (78× 1) vector of model-implied weights are treated as

“features” of each of the 13 index series, with k-means clustering performed using the

Euclidean distance. Figure 2 summarizes the results from our clustering analysis, with four

clusters fitted. Panel (a) depicts the first two principal components of the HF-SV implied

intraday weights for the thirteen indices considered, with the k-means cluster assignment

indicated by the colour coding.

Group A comprises the SPY index and the indices of the Energy, Telecommunication

and Utilities industries. It is clear from panel (b) that the intraday contributions for this

group of indices are approximately flat across the trading day. Group B comprises the

Materials, Industrial and Consumer Discretionary indices, whose weights begin low earlier

in the day, increases as the day progress; see panel (c). Group C is comprised of Consumer

Staples, Health Care, Financial and I.T., whose weights start off low at the beginning of the

day, with the rate of increase starting to slow down around midday; see panel (d). Finally,
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Figure 2: Clustering of intraday weights. This figure presents a summary of the k-
means clustering analysis of the intraday weights implied by the HF-SV model.

Group D consists of the market mid-captialization (MID) and market small captialization

(SML) indices. The indices in this final group exhibit distinctly different weight patterns,

with the weights increasing at an increasing rate as we progress from beginning to the end

of the day.
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Table 6: Index characteristics. This table presents some characteristics of each of the
thirteen indices considered in this paper. The final column reports the groups obtained
from the k-means clustering analysis of the HF-SV model-implied weights.

MSCI 95th % CAPM
Industry Index Classification RV Beta Cluster

Large Cap (Market) SPY Market 3.123 1.000 A
Energy SPXEW10 Defensive 9.080 1.253 A
Telecom SPXEW40 Cyclical 7.833 1.410 A
Utilities SPXEW45 Defensive 4.147 1.118 A
Materials SPXEW15 Cyclical 5.035 1.109 B
Industrials SPXEW20 Cyclical 3.848 1.029 B
Cons. Discretionary SPXEW25 Cyclical 5.242 1.146 B
Financials SPXEW30 Cyclical 1.817 0.647 C
I.T. SPXEW35 Cyclical 2.454 0.819 C
Cons. Staples SPXEW50 Defensive 3.803 0.928 C
Health Care SPXEW55 Defensive 2.844 0.686 C
Mid Cap MID Market 3.046 1.036 D
Small Cap SPCY Market 3.370 1.126 D

To better understand the factors underlying the different weight clusters, we analyze

the risk characteristics of the thirteen indices. Table 6 reports the MSCI classification of

the indices according to the nature of their comovements with economic indicators (MSCI,

2022), along with the risk features of these indices. Specifically, we document the extreme

realized volatility (95th percentile) and the CAPM beta, which measures the extent to

which the industry co-moves with the market index. We treat the S&P500 as the market

index, so that the CAPM beta for SPY is one. We find the MSCI classification is generally

not closely associated with the patterns in the weights: every index in group B falls into the

cyclical category, while the indices in groups A and C are a mix of defensive and cyclical.

On the other hand, the risk profile of the index coincides with the patterns. Group A,

whose weights tend to be flat across the day, are industries that are susceptible to extreme

volatility movements and are sensitive to the market movements, with both extreme RV
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and CAPM beta being highest across the groups. Group C contains industries with low

CAPM beta and low extreme RV compared to the other industries, while Group B lies in

between the two extreme risk profiles. From this analysis, we deduce that for industries

with potentially high extreme volatility, with returns that move strongly with the market

returns, the intraday events are weighted evenly throughout the trading day. On the other

hand, the industries with less extreme risk profiles face higher weights at the end of the

trading day. Thus, any extreme movements that result from news releases or industry

specific events that occur towards the end of the trading day is likely to have a larger

impact on the volatility of the subsequent trading day for this latter group.

5 Focused Bayesian prediction with HF-GARCH

Our analysis thus far identifies the HF-SV model as delivering the highest predictive accu-

racy. However, the SV model class entails larger computational costs due to the presence

of latent volatilities; this is evident by higher inefficiency factors and double the compu-

tational time compared to the GARCH model class as reported in Appendix A.3. Given

that the GARCH specification is substantially faster to estimate, we investigate whether

tailoring it more directly to the forecasting task can offset its greater degree of misspec-

ification. With the GARCH framework being inferior to the SV framework in matching

the real data features, we anticipate that the use of optimal scoring rule in estimation

would improve its forecast performance. See Gneiting et al. (2007), Patton (2020), Hansen

and Dumitrescu (2022) and Martin et al. (2022) for discussions of optimal scoring rules in

misspecified models.

To this end, we use generalised Bayesian methods to construct a posterior density

that is geared towards the predictive task at hand; see Bissiri et al. (2016), Loaiza-Maya

et al. (2021) and Frazier et al. (2024). The prior distribution is updated to a posterior
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via a particular scoring function that is fit for purpose. Such scoring function is denoted

as S(p(yt|φ,x1:t−1), yt), and it measures the accuracy of the quoted predictive density

p(yt|φ,x1:t−1). The cumulative score, evaluated over the data sample t = 1, . . . , T , is

constructed by

ST (φ) =
T∑
t=1

S(p(yt|φ,x1:t−1), yt), (13)

as an explicit function of the model parameter φ. A focused posterior of the model param-

eters, including the uncertainty of the hierarchical priors described in the previous section,

can be constructed as

pw(φ, ξ|η1:T ,y1:T ) ∝ exp(wST (φ))p(φ|ξ)p(ξ), (14)

where w is a scalar controlling the relative weight that the prior and the data information.

For our analysis of the focused HF-GARCH prediction, we employ proper scoring rules

defined in Table 2, but with the scoring rules constructed from the conditional distribution

expressed as explicit parameter functions. For all scores, we set w as proposed in Loaiza-

Maya et al. (2021). Consequently, the focused Bayesian predictive density

pw(yT+1|y1:T ,η1:T ) =

∫
p(yT+1|φ,η1:T )pw(φ|η1:T ,y1:T )dφ, (15)

is geared to the predictive task that is consistent with the prescribed scoring rule used in

obtaining the focused posterior in equation (14).

We produce the focused predictive distributions using the HF-GARCH only, with the

model being parsimonious in nature and computationally efficient in the Bayesian predictive

sense. The predictive scores from the focused HF-GARCH, denoted with HF-GARCH-F,

are reported alongside those of the HF-SV model fitted with likelihood-based Bayesian

inference in Table 7. Bolded predictive scores are the larger scores in the cases where
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the SPA test indicate statistically significant difference between the two competing scores.

Consistent with the results discussed in Section 4, the HF-SV model produces better overall

predictive distributions, with the log score being significantly higher than that of the HF-

GARCH across all but one of the thirteen indices. The continuous ranked probability

score (CRPS), which prioritises sharpness in assessing the overall predictive distribution,

also favors the HF-SV for the majority of the cases, but with the extent of the dominance

reduced when HF-GARCH is focused. We observe that there is a significant improvement

in tail prediction in the HF-GARCH-F, with the tail-focused scores (CS10, CS20, CS80 and

CS90) from the HF-SV and the HF-GARCH-F not being statistically significantly different

in the majority of cases.

Figure 3 presents the fitted predictive densities at a single point in time, chosen for

illustrative purposes. Specifically, we select the day with the median realized volatility in

the sample as a representative day. The zoomed-in panel (a) shows that, for SPXEW20,

calibrating the HF-GARCH model using the CS20 score yields a predictive distribution (red

line) that closely matches the HF-SV distribution in the left tail (black line). A similar

result is observed for SPXEW30 and SPXEW45 in panels (c) and (e), respectively. While

Table 4 demonstrated that the HF-SV clearly outperformed the LS based HF-GARCH in

left-tail scores at horizon one, Table 7 and Figure 3 indicate that calibrating directly on

the tail metrics helps alleviate this underperformance.

The difference is less pronounced when focusing on the right tail, as shown in panels

(b), (d), and (f). This is consistent with Table 4, where the likelihood-based HF-GARCH

performed almost on par with the HF-SV under the CS80 and CS90 scoring rules, leaving

less scope for improvement in predictive performance in this region. Our analysis suggests

that as an alternative to the computationally intensive HF-SV, tailoring the HF-GARCH

model to the specific tail of interest can produce predictive distributions that are as good

as, or in a few cases better than, that produced by the most robust HF-SV model.
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Table 7: Comparing HF-SV and focused HF-GARCH models. This table presents
predictive scores for the HF-SV model and the focused HF-GARCH model, evaluated for
one-step-ahead predictions. Cases where the two scores are statistically different at the
10% and 5% significance levels are denoted with one and two asterisks respectively.

Index Model LS CS10 CS20 CS80 CS90 CRPS IS

SPY HF-SV -1.050** -0.309 -0.506 -0.475 -0.265 -0.446 -4.115
HF-GARCH-F -1.070 -0.303 -0.501 -0.476 -0.265 -0.446 -4.108

MID HF-SV -1.275** -0.334 -0.565 -0.504 -0.287 -0.547** -4.884
HF-GARCH-F -1.290 -0.334 -0.565 -0.501* -0.285 -0.549 -4.831*

SPCY HF-SV -1.380* -0.322 -0.584 -0.539 -0.309 -0.577 -5.085
HF-GARCH-F -1.386 -0.321 -0.583 -0.538 -0.308 -0.577 -5.012

SPXEW10 HF-SV -1.693 -0.368 -0.654 -0.630 -0.382 -0.795 -6.863
HF-GARCH-F -1.695 -0.369 -0.653 -0.631 -0.382 -0.796 -6.885

SPXEW15 HF-SV -1.240** -0.255 -0.527 -0.457 -0.252 -0.499** -4.645
HF-GARCH-F -1.258 -0.254 -0.527 -0.460 -0.256 -0.501 -4.649

SPXEW20 HF-SV -1.132** -0.281 -0.540 -0.456 -0.236 -0.452** -4.262
HF-GARCH-F -1.154 -0.283 -0.543 -0.456 -0.236 -0.453 -4.244

SPXEW25 HF-SV -1.197** -0.289 -0.548 -0.451 -0.246 -0.494** -4.548
HF-GARCH-F -1.210 -0.289 -0.546 -0.452 -0.245 -0.496 -4.502

SPXEW30 HF-SV -0.934** -0.336 -0.543 -0.476 -0.295 -0.365** -3.379
HF-GARCH-F -0.953 -0.337 -0.543 -0.476 -0.295 -0.367 -3.402

SPXEW35 HF-SV -1.128** -0.370 -0.602 -0.513 -0.318 -0.445** -4.203
HF-GARCH-F -1.153 -0.369 -0.602 -0.515 -0.318 -0.447 -4.191

SPXEW40 HF-SV -1.204** -0.229** -0.501 -0.438 -0.202 -0.491** -4.676
HF-GARCH-F -1.226 -0.232 -0.504 -0.441 -0.201 -0.493 -4.650

SPXEW45 HF-SV -1.239** -0.324 -0.573 -0.486 -0.260 -0.512** -4.733
HF-GARCH-F -1.257 -0.319* -0.570 -0.488 -0.262 -0.514 -4.659

SPXEW50 HF-SV -1.305* -0.345 -0.592 -0.547 -0.322 -0.523 -4.802
HF-GARCH-F -1.314 -0.346 -0.594 -0.550 -0.325 -0.523 -4.767

SPXEW55 HF-SV -1.210** -0.343 -0.593 -0.545 -0.343 -0.477 -4.331
HF-GARCH-F -1.220 -0.343 -0.595 -0.547 -0.343 -0.476 -4.330
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Figure 3: Representative predictive densities. This plot shows predictive densities for
three industry indices (SPXEW20, SPXEW30 and SPXEW45) on a day where the realized
volatility is at its median value, when estimated by different scoring rules. The left column
compares the log-score and censored log-score at the 20% threshold, focusing on the left
tail, and the right column shows analogous results for the right tail.

33



6 Concluding remarks

Forecasting models that incorporate information from realized volatility measures have

found widespread success, see Hansen et al. (2012) and Engle et al. (2013) for examples,

however such models implicitly impose that all high-frequency returns are of equal predic-

tive value. This paper introduces a novel density forecasting framework that relaxes this

assumption and allows for a flexible and automated aggregation of high-frequency informa-

tion, in the spirit of the class of “mixed data sampling” (MIDAS) models of Ghysels et al.

(2006) and the “bespoke realized variance” model of Patton and Zhang (2025). Instead

of employing a pre-constructed measure of realized volatility, we model the weights on the

high-frequency observations using a flexible B-spline function, and we adopt a regularizing

hierarchical prior on the B-spline basis coefficients so that the weights deviate from equal

weights only when supported by the data. The general framework encompasses both the

GARCH and SV type specification for the conditional variance of the return distribution

that incorporate leverage effects.

We apply the model to daily returns on 13 equity indices over the period 2000 to 2022.

Consistent with Andersen et al. (2006) and many others, we find significant gains from

incorporating high frequency data into the predictive model. We also find that allowing

for heterogeneous weights over the trade day leads to additional significant gains, across

all assets and in both model classes. We highlight that the flexible inclusion of high fre-

quency data further improves the predictability of the SV model. In addition, we illustrate

that a similar gain can be achieved with the computationally convenient and parsimonious

GARCH framework via “focused Bayesian prediction” (Loaiza-Maya et al., 2021) where we

maximize a scoring rule that is “focused” on a particular region of the support of the pre-

dictive density, e.g. the left tail. The optimal intradaily weights tend to be higher towards

market closing time if overall fit is of interest, while they tend to be more even across the
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time of day if the prediction of downside risk is of interest. We also find evidence of vari-

ation in the optimal weights across time and across indices. These findings highlight the

flexibility of our proposed model, with the heterogeneity and time variation in the weights

pointing to potential future research that incorporates these features in a model with richer

high frequency proxies. In particular, future work could extend the framework to exploit

documented evidence of time-varying intraday volatility diurnality patterns; the structure

of intraday volatility of volatility; the timing of intraday jumps; and other informative re-

alized measures such as the realized Laplace transfroms of Todorov et al. (2011), to flexibly

inform the evolution of the volatility process. For extensions to multivariate dimensions,

the HF-SV specification is amenable to be incorporated in existing models such as the

multivariate factor SV of Kastner et al. (2017), but with modifications needed to extract

factor signals from high-frequency observations for dynamic correlation. We leave this for

future research.
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