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Abstract

Evaluation of forecast optimality in economics and finance has almost exclusively been conducted

under the assumption of mean squared error loss. Under this loss function optimal forecasts should

be unbiased and forecast errors serially uncorrelated at the single period horizon with increasing

variance as the forecast horizon grows. Using analytical results we show that standard properties of

optimal forecasts can be invalid under asymmetric loss and nonlinear data generating processes and

thus may be very misleading as a benchmark for an optimal forecast. We establish instead that a

suitable transformation of the forecast error—known as the generalized forecast error—possesses an

equivalent set of properties. The paper also provides empirical examples to illustrate the significance

in practice of asymmetric loss and nonlinearities and discusses the effect of parameter estimation

error on optimal forecasts.
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1. Introduction

Properties of optimal forecasts under mean squared error (MSE) loss include
unbiasedness of the forecast, lack of serial correlation in one-step-ahead forecast
errors, serial correlation of (at most) order h� 1 in h-step-ahead forecast errors, and
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non-decreasing forecast error variance as the forecast horizon grows. Although such
properties seem sensible, they are in fact established under a set of very restrictive
assumptions on the forecaster’s loss function. While bias in the optimal forecast under
asymmetric loss has been established by Granger (1969, 1999) and characterized
analytically for certain classes of loss functions and forecast error distributions by
Christoffersen and Diebold (1997), failure of the remaining optimality properties has not
previously been demonstrated.1

In this paper we first show that, in general, asymmetric loss and nonlinear dynamics in
the data generating process (DGP) leads to violations of standard properties that an
optimal forecast must possess. We next provide new analytical results under linear-
exponential (linex) loss and a Markov switching DGP. Linex loss is frequently used in the
literature on asymmetric loss, c.f. Batchelor and Peel (1998), Varian (1974), Zellner (1986),
Sancetta and Satchell (2004) and Elliott and Timmermann (2004). Similarly, following
Hamilton (1989), Markov switching processes have been widely used as a way to identify
nonlinear dynamics in macroeconomic and financial time series. We show that not only
can the optimal forecast be biased, but forecast errors can be serially correlated of
arbitrarily high order and both the unconditional and conditional forecast error variance
may be decreasing functions of the forecast horizon. We thus demonstrate that none of the
properties traditionally associated with tests of optimal forecasts carry over to a more
general setting with asymmetric loss and possible nonlinear dynamics in the DGP.2

Our results are of particular interest due to the revived interest in forecasting and
econometric modeling under asymmetric loss, c.f. Christoffersen and Diebold (1996, 1997),
Diebold (2004), Granger and Newbold (1986), Granger and Pesaran (2000), Nobay and
Peel (2003) and Skouras (2006). When coupled with common findings of nonlinearities and
dynamics in higher order moments, e.g. in the form of ARCH effects, in most
macroeconomic and financial time series this means that the typical situation facing an
economic forecaster may be well represented by our stylized example.

The insights provided in the paper also have important empirical implications. For
example, it is common to test for rationality by testing for serial correlation in forecast
errors.3 Our paper shows that this implication of rationality fails to hold under even minor
deviations from symmetric loss when combined with nonlinear dynamics in the DGP, and
that serial correlation can be expected in the forecast errors from optimal forecasts under
very plausible assumptions. This suggests that many of the conclusions in the empirical
literature concerning suboptimality of forecasts may be premature.

The contributions of our paper are as follows. First, we establish conditions under which
the standard properties that an optimal forecast possesses under MSE loss fail to hold.
1Under asymmetric loss functions such as lin–lin and linex and assuming a conditionally Gaussian process,

Christoffersen and Diebold (1997) characterize the optimal bias analytically. Their study does not, however,

consider the other properties of optimal forecast errors such as limited serial correlation and non-decreasing

variance.
2Hoque et al. (1988), and Magnus and Pesaran (1989, 1991) discuss violations of the standard properties of

optimal forecasts caused by estimation error, rather than by a choice of a loss function different fromMSE. In this

paper we focus on the case of zero estimation error to rule this out as a cause of apparent violations. However, we

also discuss the effect of estimation error on forecasts in Section 6.
3The literature on forecast rationality testing is extensive. For a list of references to papers that use the Survey

of Professional Forecasters data set maintained by the Federal Reserve Bank of Philadelphia, see hhttp://

www.phil.frb.org/econ/spf/spfbib.htmli.

http://www.phil.frb.org/econ/spf/spfbib.html
http://www.phil.frb.org/econ/spf/spfbib.html
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Second, we provide tractable, analytical results for the multi-step forecast errors under a
nonlinear DGP in common use and a popular way to represent asymmetric loss. Due to
difficulties with time-aggregation of many nonlinear processes, such as GARCH processes,
this has not previously been done. Third, we demonstrate, again through analytical results,
that the ‘‘generalized forecast error’’ (which is a simple transformation of the forecast
error) inherits some of the standard properties such as lack of bias and serial correlation.
Finally, we provide empirical examples that demonstrate the importance of these effects
using data on stock returns and output growth and we show how to account for the effect
of parameter estimation errors on the optimal forecast.
The outline of the paper is as follows. Section 2 reviews the properties of optimal

forecasts under MSE loss. Section 3 provides some general results on forecast optimality
under asymmetric loss. Given the difficulty in obtaining results in very general cases,
Section 4 provides detailed analytical results for a particular combination of asymmetric
loss and DGP, establishing the violation of the standard properties on (absence of) bias
and serial correlation in forecast errors. Section 5 shows which properties actually do hold
for a transformation of the forecast error known as the generalized forecast error. Section
6 discusses the impact of estimation error on our results, and Section 7 provides empirical
illustrations using data on stock returns and GDP growth. Section 8 concludes. An
Appendix contains proofs.

2. Optimality properties under MSE loss

We are interested in studying optimal h-period ahead forecasts of some univariate time-
series process, fY tg, computed conditional on some information set, Ft. The information
set is assumed to include all lagged values of Y t and possibly lagged values of other
variables. The conditional distribution function of Y tþh given Ft is Ftþh;t while the
associated density is f tþh;t. Generic forecasts are denoted by Ŷ tþh;t and forecast errors are
etþh;t ¼ Y tþh � Ŷ tþh;t, giving rise to a loss, LðY tþh; Ŷ tþh;tÞ. Under MSE loss,
LðY ; Ŷ Þ ¼ LðeÞ ¼ e2. The optimal h-period forecast computed at time t is denoted by
Ŷ �tþh;t and its forecast error is e�tþh;t.
An optimal forecast (in a population sense) is defined as the value of Ŷ tþh;t that,

conditional on the information set at time t and taking the parameter values and the DGP
to be known, minimizes the expected loss:

Ŷ �tþh;t � arg min
Ŷ tþh;t

E½LðY tþh; Ŷ tþh;tÞjFt� ð1Þ

¼ arg min
Ŷ tþh;t

Z
Lðy; Ŷ tþh;tÞdF tþh;tðyÞ. ð2Þ

Provided that the forecast errors are covariance stationary,4 under MSE loss optimal
forecasts satisfy the following four properties (c.f. Diebold and Lopez, 1996):
1.
4

and
Forecasts are unbiased (so the forecast error, e�tþh;t, has zero mean).

2.
 The variance of the forecast error (e�tþh;t) is a non-decreasing function of the forecast

horizon, h.
This is implied by, but does not itself require, covariance stationarity of ½Y tþh; Ŷ tþh;t�
0. For example, both Y tþh

Ŷ tþh;t could contain unit roots, but the linear combination Y tþh � Ŷ tþh;t still be covariance stationary.
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3.
 h-period forecast errors (e�tþh;t) are not correlated with information dated by h periods or
more (Ft). Hence the h-period forecast error is at most serially correlated of order
h� 1.
4.
 Single-period forecast errors (e�tþ1;t) are serially uncorrelated.

These properties are easily derived under MSE loss. Suppose that Y t is covariance
stationary, and without loss of generality assume a zero unconditional mean. Wold’s
representation theorem then establishes that it can be represented as a linear combination
of serially uncorrelated white noise terms:

Y t ¼
X1
i¼0

yi�t�i, (3)

where �t ¼ Y t �PðY tjyt�1; yt�2; . . .Þ is the projection error which is serially uncorrelated
white noise, WNð0;s2Þ. The h-period forecast thus becomes

Ŷ �tþh;t ¼
X1
i¼0

yhþi�t�i. (4)

This is an optimal forecast provided that �t is Gaussian or can alternatively be viewed as an
optimal linear forecast given fyt�1; yt�2; . . .g. The associated forecast errors are

e�tþh;t ¼
Xh�1
i¼0

yi�tþh�i. (5)

It follows directly that

E½e�tþh;t� ¼ 0,

Varðe�tþh;tÞ ¼ s2
Xh�1
i¼0

y2i ,

Covðe�tþh;t; e
�
tþh�j;t�jÞ ¼

s2
Ph�1

i¼j yiyi�j for joh;

0 for jXh:

(
(6)

This accounts for properties 1–4, respectively.

3. Some general results

It is difficult to establish general results for the properties of optimal forecasts under
nonlinear DGP and asymmetric loss. The reason is that the form of the DGP interacts with
the shape of the loss function in determining the optimal forecast. Assuming that Lð:Þ only
depends on the forecast error, e ¼ Y � Ŷ , is analytic and hence can be represented by a
power series (c.f. Rudin, 1964, p. 158), this interaction is perhaps best seen from a simple
Taylor series expansion of the loss function LðeÞ about the point m:

E½LðetþhÞjFt� ¼ LðmÞ þ L0ðmÞðE½etþhjFt� � mÞ þ
X1
m¼2

LðmÞðmÞ
Xm

i¼0

ð�1Þi

i!ðm� iÞ!
miE½em�i

tþh jFt�,
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where LðmÞðmÞ is the mth derivative of L evaluated at e ¼ m. Clearly all higher order
moments of the predictive density as well as higher order derivatives of the loss function
will matter in determining the optimal forecast. Conditions on both the shape of the loss
function and the density function are therefore required to obtain analytical results.
The first optimality property (unbiasedness) is a direct consequence of the first-order

condition characterizing an optimal forecast under MSE loss, i.e. Et½qðY tþh�

Ŷ �tþh;tÞ
2=qŷ� ¼ �2Et½LðY tþh � Ŷ �tþh;tÞ� ¼ 0, so that Ŷ �tþh;t ¼ Et½Y tþh�, where Et½�� is short

for E½�jFt�. It need not hold for other symmetric families of loss functions. For example
under absolute error loss (so LðeÞ / jej), the optimal forecast is the conditional median of
Y tþh. This will differ from the conditional mean unless f is symmetric. Hence double
symmetry, i.e. symmetric loss and a symmetric conditional density, f tþh;t; are required to
obtain unbiasedness of the optimal forecast.5

To better understand the properties that an optimal forecast must have under more
general conditions than the standard ones, assume that the loss function, Lð:Þ, can be
represented as the sum of a symmetric component, ~Lð:Þ, and a component, zð:Þ, that
captures the asymmetry:

LðeÞ ¼ ~LðeÞ þ zðeÞ.

Without loss of generality, assume that zð:Þ only applies to positive forecast errors:

Assumption L1. z ¼ 0 for ep0, and zX0 for e40 with z convex and z040 on a set with
probability greater than zero.

Assumption L2. ~LðeÞ is convex.

The results can easily be extended to modify these assumptions. All standard asymmetric
loss functions in common use, including lin–lin and linex, can be written in this form.
Furthermore, let the DGP for Y tþh take the form

Y tþh ¼ mtþh;t þ stþh;t�tþh, (7)

where �tþhjFt�Ftþh;t

E½�tþhjFt� ¼ 0; E½�2tþhjFt� ¼ 1,

where mtþh;t ¼ Et½Y tþh� and s2tþh;t ¼ Et½ðY tþh � mtþh;tÞ
2
� are the conditional mean and

variance given information at time t;Ft. We shall also be making use of the following
assumptions on the DGP:

Assumption D1. �tþh has a symmetric and unimodal conditional density, f tþh;t.

Assumption D2. The conditional second moment of Y tþh is time-varying, i.e.,

E½ðY tþh � E½Y tþhjFt�Þ
2
jFt�aE½ðY tþh � E½Y tþhjFt�Þ

2
� for some t; and all ho1

Assumption D3. Y tþh exhibits declining ‘‘volatility of volatility’’. That is, V ½s2tþh;t� is a
decreasing function of h.
5More specifically, Granger (1969) has shown that the conditional expectation of Y tþh is an optimal forecast

provided that LðeÞ is symmetric about e ¼ 0 and f tþh;t is symmetric about the conditional mean and either of two

conditions hold: (1) L0ðeÞ exists almost everywhere and is strictly increasing; or (2) f tþh;t is continuous and

unimodal.
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D1 is the traditional density symmetry assumption. We use ‘‘unimodal’’ in the sense that
f tþh;t has a unique local maximum. Time-varying conditional variance is widely observed
in both financial and macroeconomic data, and so D2 is not a particularly strong
assumption. Assumption D3 is satisfied by many common volatility models such as the
GARCHð1; 1Þ process and the Markov switching volatility model, as we show in the next
section.

Using these assumptions we have the following result:

Proposition 1. (1) Let assumptions D1, L1 and L2 hold. Then the optimal forecast, Ŷ �tþh;t, is

biased.
(2) Let assumptions D1, D2, L1 and L2 hold. Then, generically E½e�tþh;tjZt�aE½e�tþh;t� for

some Zt 2Ft, and so the optimal forecast error is predictable using Ft.
(3) Let assumptions D2 and D3 hold. Then the optimal forecast error variance need not be

a weakly increasing function of the forecast horizon, h.

This proposition, along with other results, is proved in the Appendix. The assumed DGP
is nonlinear in the sense that there is dynamics in the second moment of the process, as
indicated by the model in Eq. (7) if stþh;t varies with t; but the conditional mean is left
unrestricted. Predictability of the forecast error, e�tþh;t, may or may not take the form of
serial correlation. We emphasize that the conditions used to establish the results are
sufficient but not necessary—for example it is possible to construct examples where the
optimal forecast is biased when both the density and the loss function are asymmetric, so
D1 fails to hold. Nevertheless, Proposition 1 establishes basic conditions under which
violations of the standard properties of an optimal forecast can be shown.

While the first part of Proposition 1 follows readily, establishing the second and third
points requires more structure on the problem due to the interaction between higher order
moments and higher order derivatives of the loss function. Even simple types of
nonlinearities and asymmetric loss tend to lead to complicated expressions for expected
loss that are difficult to evaluate. For example, our assumptions on the signs of the
derivatives, qŶ �=qs40 and q2Ŷ �=ðqsqkÞp0, are not primitive and cannot be derived
without substantially more structure on the DGP and loss function.

The absence of a set of analytical results demonstrating the second and third points in
Proposition 1 poses a severe limitation to our understanding of the factors contributing to
violations of standard optimality properties of an optimal forecast, let alone their
empirical relevance. For this reason we next provide analytical results with reasonable
assumptions about the forecaster’s loss function and a nonlinear DGP which show that
each of the optimality properties (1)–(4) cease to be valid when the assumption of MSE
loss is relaxed.

4. Asymmetric loss and a nonlinear process

We establish our results in the context of the linex loss function that allows for
asymmetries

LðY tþh � Ŷ tþh;t; aÞ ¼ expfaðY tþh � Ŷ tþh;tÞg � aðY tþh � Ŷ tþh;tÞ � 1; aa0. (8)

This loss function has been used extensively to demonstrate the effect of asymmetric
loss, see e.g. Varian (1974), Zellner (1986) and Christoffersen and Diebold (1997).
It is included in the family of loss functions in Proposition 1. To see this, note that (8)
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can be written as

LðeÞ ¼ ~LðeÞ þ zðeÞ,

where

~LðeÞ ¼ expf�ajejg þ ajej � 1

zðeÞ ¼ ðexpfaeg � expf�aeg � 2aeÞ1ðe40Þ (9)

where 1ðe40Þ is an indicator function equaling one if e40, zero otherwise.
Assuming that we may interchange the expectation and differentiation operators, the

first-order condition for the optimal forecast, Ŷ �tþh;t, under linex loss takes the form

Et

qLðY tþh � Ŷ �tþh;t; aÞ

qŶ tþh;t

" #
¼ a� aEt½expfaðY tþh � Ŷ �tþh;tÞg� ¼ 0. (10)

We derive analytical expressions for the optimal forecast and the expected loss using a
popular nonlinear DGP, namely a regime switching model of the type proposed by
Hamilton (1989).6 Thus, suppose that fY tg is generated by a simple Gaussian mixture
model, with constant mean and volatility driven by some underlying state process, St, that
takes a finite number (k) of values:

Y tþ1 ¼ mþ sstþ1
vtþ1,

vtþ1�i:i:d: Nð0; 1Þ,

Stþ1 ¼ 1; . . . ; k. (11)

We assume that the state indicator function, Stþ1, is independently distributed of all past,
current and future values of vtþ1. To establish analytical results we assume that the
parameters of this DGP are known but we allow St to be unobservable, i.e. St is not

adapted to Ft. The state-specific means and variances can be collected in k � 1 vectors,
l ¼ mi, r2 ¼ ðs21; . . . ;s

2
kÞ
0, where i is a k � 1 vector of ones. Conditional on a given

realization of the future state variable, Stþ1 ¼ stþ1, Y tþ1 is Gaussian with mean m and
variance s2stþ1

, but future states are unknown at time t so Y tþ1 can be strongly non-
Gaussian given current information, Ft.
At each point in time the state variable, Stþ1, takes an integer value between 1 and k.

Following Hamilton (1989), we assume that the states are generated by a first-order
6Christoffersen and Diebold (1997) characterize analytically the optimal bias under linex loss and a

conditionally Gaussian process with ARCH disturbances. They derive analytically the optimal time-varying bias

as a function of the conditional variance. For our purposes, however, this process is less well-suited to show

violation of all four properties forecast errors have in the standard setting since this requires characterizing the

forecast error distribution at many different horizons, h. The problem is that while the one-step-ahead forecast

error distribution is Gaussian for a GARCH(1,1) process, this typically does not hold at longer horizons, c.f.

Drost and Nijman (1993).
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stationary and ergodic Markov chain with transition probability matrix

Pðstþ1jstÞ ¼ P ¼

p11 p12 � � � p1k

p21 p22 � � � ..
.

..

. ..
. . .

.
pk�1k

pk1 � � � pkk�1 pkk

26666664

37777775, (12)

where each row of P sums to one. To allow for unobservable states, define a k � 1 random
vector, nt, of zeros except for the jth element which is equal to unity if st ¼ j:

nt ¼

ð1 0 0 � � � 0Þ0 for st ¼ 1;

ð0 1 0 � � � 0Þ0 for st ¼ 2;

..

. ..
.

ð0 0 � � � 0 1Þ0 for st ¼ k:

8>>>>><>>>>>:
(13)

It follows from this definition and (12) that E½ntþ1jnt� ¼ Pnt. However, when states are
unobserved this is not the relevant conditioning information set which is instead often
given by past realizations, i.e. Ft ¼ fyt; yt�1; . . . ; y1g. In cases where the parameters,
h ¼ ðl;r2;PÞ, are known, the unknown state probabilities can be derived as follows. Define
the vectors of conditional state probabilities as n̂tjt ¼ ðPrðst ¼ 1jFt; hÞ Prðst ¼ 2jFt; hÞ
Prðst ¼ kjFt; hÞÞ

0, n̂tþ1jt ¼ ðPrðstþ1 ¼ 1jFt; hÞ Prðstþ1 ¼ 2jFt; hÞ Prðstþ1 ¼ kjFt; hÞÞ
0 and

let gt ¼ ðf ðytjst ¼ 1;Ft�1; hÞ; f ðytjst ¼ 2;Ft�1; hÞ; . . . ; f ðytjst ¼ k;Ft�1; hÞÞ
0 be a vector of

probability densities conditional on the underlying states and past information, Ft�1. For
a given starting value, n̂1j0; an optimal estimate of the unknown state probabilities can then
be derived by iterating on the equations (c.f. Hamilton, 1994)

n̂tjt ¼
ðn̂tjt�1 	 gtÞ

i0ðn̂tjt�1 	 gtÞ
,

n̂tþ1jt ¼ Pn̂tjt, (14)

where 	 represents the Hadamard (element-by-element) product and i is a k � 1 vector of
ones. We refer to n̄ as the vector of unconditional or ergodic state probabilities that solves
the equation n̄

0
P ¼ n̄

0
. Uncertainty about the parameters can be handled in a Bayesian

context as we show in Section 6.

4.1. Unbiasedness

We will consider an idealized h-step-ahead forecasting problem where, in addition to
knowing that the form of the DGP is the Markov switching process in (11) and (12), the
forecaster is assumed to also know the parameters of this DGP, removing estimation error
from the problem. Forecasts in this example are thus perfectly optimal and easy to
construct: neither estimation error nor irrationality is driving our results.
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Using the conditional normality of vtþh and letting x̂ðstþhjtÞ
be the stþhth element of the

vector n̂tþ1jt, i.e. the probability that Stþh ¼ stþh given Ft, the expected loss is7

Et½Lðetþh;t; aÞ� ¼ Et½expfaðY tþh � Ŷ tþh;tÞg� � aEt½Y tþh� þ aŶ tþh;t � 1

¼
Xk

stþh¼1

x̂ðstþhjtÞ
Et½expfaðY tþh � Ŷ tþh;tÞgjStþh ¼ stþh�

� a
Xk

stþh¼1

x̂ðstþhjtÞ
Et½Y tþhjStþh ¼ stþh� þ aŶ tþh;t � 1

¼ n̂
0

tjtP
h exp al� aiŶ tþh;t þ

a2

2
r2

� �
� an̂

0

tjtP
hlþ aŶ tþh;t � 1. ð15Þ

Differentiating with respect to Ŷ tþh;t and setting the resulting expression equal to zero
gives the first-order condition

1 ¼ n̂
0

tjtP
h exp al� aiŶ �tþh;t þ

a2

2
r2

� �
.

Solving for Ŷ �tþh;t we get an expression that is easier to interpret:

Ŷ �tþh;t ¼ mþ
1

a
logðn̂

0

tjtP
huÞ, (16)

where u � expfða2=2Þr2g. The h-step forecast error associated with the optimal forecast,
denoted e�tþh;t, is

e�tþh;t ¼ sstþh
vtþh �

1

a
logðn̂

0

tjtP
huÞ.

This expression makes it easy for us to establish the violation of property 1 (unbiasedness)
in our setup:

Proposition 2. The unconditional and conditional bias in the optimal forecast error arising

under linex loss (8) for the Markov switching process (11)–(12) is given by:

Et½e
�
tþh;t� ¼ �

1

a
logðn̂

0

tjtP
huÞ,

E e�tþh;t

h i
¼ �

1

a
n̄
0
kh !�

1

a
logðn̄

0
uÞ as h!1, (17)

where kh � logðPhuÞ. Thus, generically, the optimal forecast is conditionally and

unconditionally biased at all forecast horizons, h, and the bias persists even as h goes to

infinity.

The proof of the proposition is given in the Appendix. For purposes of exposition, we
present some results for a specific form of the loss function ða ¼ 1Þ and regime switching
process:

l ¼ ½0; 0�0,

r ¼ ½0:5; 2�0,
7All expf�g and logð�Þ operators are applied element-by-element to vector and matrix arguments.
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Fig. 1. Linear–exponential loss function and unconditional optimal forecast error density, two-state regime

switching example.
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P ¼
0:95 0:05

0:1 0:9

� �
,

so n̄ ¼
2

3
;
1

3

� �0
The unconditional mean of Y t is zero, and the unconditional variance is n̄

0
r2 ¼ 1:5. This

parameterization is not dissimilar to empirical results frequently obtained when this model
is estimated on financial data, see Section 7 for example. For this particular
parameterization the optimal unconditional bias in e�tþ1;t is �1:17, indicating that it is
optimal to over-predict. Fig. 1 shows the unconditional density of etþh;t and also plots the
linex loss function. The density function has been re-scaled so as to match the range of the
loss function. This figure makes it clear why the optimal bias is negative: the linex loss
function with a ¼ 1 penalizes positive errors (under-predictions) more heavily than
negative errors (over-predictions). The optimal forecast is in the tail of the unconditional
distribution of Y t: the probability mass to the right of the optimal forecast is only 10%.
Under symmetric loss the optimal forecast is the mean, and so for symmetric distributions
the amount of probability mass either side of the forecast would be 50%. In Fig. 2 we plot
the optimal unconditional bias as a function of the forecast horizon (using the steady-state
weights as initial probabilities), as well as the optimal bias when the state is known. The
unconditional bias for this case is an increasing (in absolute value) function of h and
asymptotes to �1:17.
4.2. Non-decreasing variance

We next demonstrate the violation of property 2 (non-decreasing variance). Let 	 be the
Hadamard (element-by-element) product. The result is as follows:
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Proposition 3. The variance of the forecast error arising under linex loss (8) for the Markov

switching process (11)–(12) associated with the optimum forecast is given by

Varðe�tþh;tÞ ¼ n̄
0
r2 þ

1

a2
k0hððn̄i0Þ 	 I� n̄n̄

0
Þkh. (18)

This variance need not be a decreasing function of the forecast horizon, h. In the limit as h

goes to infinity, the forecast error variance converges to the steady-state variance, n̄
0
r2.

Conversely, under MSE loss, the unconditional forecast error variance is constant across
forecast horizons, h:

Varðe�tþh;tÞ ¼ E½s2stþh
n2tþh�

¼
Xk

stþh¼1

x̄ðstþhÞ
s2stþh

E½n2tþhjStþh ¼ stþh�

¼ n̄
0
r2,

where x̄ðstþhÞ
is the stþhth element of n̄.

It is also common to consider the MSE of the forecast. This is closely related to the
forecast error variance but differs by the squared bias. The corresponding result for the
mean squared forecast error (MSFE) is as follows:

Corollary 1. The MSFE arising under linex loss (8) for the Markov switching process

(11)–(12) associated with the optimum forecast is given by

MSFEðe�tþh;tÞ ¼ n̄
0
r2 þ

1

a2
k0hððn̄i0Þ 	 IÞkh. (19)
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The MSFE need not be a decreasing function of the forecast horizon, h. In the limit as h goes

to infinity, the MSFE converges to n̄
0
r2 þ ðð1=aÞ logðn̄

0
uÞÞ2.
A surprising implication of Proposition 3 is that it is not always true that Varðe�tþh;tÞ will
converge to n̄

0
r2 from below, that is, Varðe�tþh;tÞ need not be increasing in h. Depending on

the form of P and r2, it is possible that Varðe�tþh;tÞ actually decreases towards the
unconditional variance of Y t. Corollary 1 shows that a similar result is true for the MSFE.

Using the numerical example described above, the unconditional variance of the optimal
forecast error as a function of the forecast horizon is shown in Fig. 3. For comparison the
figure also shows the optimal forecast error variance when the state is observable. It is
clearly possible that the forecast error at the distant future has a lower variance than at the
near future.8 The reason for this surprising result lies in the mismatch of the forecast
objective function, L; and the variance of the forecast error, Varðetþh;tÞ, which does not
occur when using quadratic loss (see next section). A similar mismatch of the objective
function and the performance metric has been discussed by Christoffersen and Jacobs
(2004), Corradi and Swanson (2002) and Sentana (2005).

Using the expression for Varðe�tþh;tÞ in Proposition 3, we can consider two interesting
special cases. First, suppose that s1 ¼ s2 ¼ s so the variable of interest is i.i.d. normally
distributed with constant mean and variance. In this case we have

Varðe�tþh;tÞ ¼ n̄
0
is2 þ

1

a2
logðn̄

0
uÞi0ððn̄i0Þ 	 I� n̄n̄

0
Þi logðn̄

0
uÞ ¼ s2.
8Using the same numerical example it can be shown that the MSFE decreases when moving from h ¼ 1 to 2, but

increases with h for hX2. We do not report this figure in the interests of parsimony.
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And so the optimal forecast error variance is constant for all forecast horizons as we would
expect.
The second special case arises when the transition matrix takes the form P ¼ in̄

0
. That is,

the probability of being in a particular state is independent of past information, so the
density of the variable of interest is a constant mixture of two normal densities and thus is
i.i.d but may exhibit arbitrarily high kurtosis. In this case we have kh ¼ i logðn̄

0
uÞ for all h, so

Varðe�tþh;tÞ ¼ n̄
0
r2 þ

1

a2
logðn̄

0
uÞi0ððn̄i0Þ 	 I� n̄n̄

0
Þi logðn̄

0
uÞ

¼ n̄
0
r2.

Thus the optimal forecast error variance is constant for all forecast horizons. This special
case shows that it is not the fat tails of the mixture density that drives the curious result
regarding decreasing forecast error variance in our example. Rather, it is the combination of
asymmetric loss and persistence in the conditional variance. This is consistent with
Proposition 1 from the previous section.
In Proposition 1 we obtained a more general non-decreasing variance result by making

the high-level assumption that the volatility of volatility for the variable of interest is
declining in h, i.e. that V ½s2tþh;t� is decreasing in h. Below we derive the volatility of
volatility for the Markov switching process in Eqs. (11)–(12).

Proposition 4. The volatility of volatility for the Markov switching process (11)–(12) is given by

V ½V ½Y tþhjFt�� ¼ n̄
0
ðPhr2r20Ph0 	 IÞi� n̄

0
Phr2r20Ph0n̄

and asymptotes to zero as h!1.

The volatility of volatility under the numerical example described above is presented in
Fig. 4, and clearly shows that it is decreasing with the forecast horizon.

4.3. Serial correlation in optimal forecast errors

In the standard linear, quadratic loss framework an optimal h-step forecast is an MA

process of order no greater than ðh� 1Þ. This implies that all autocovariances beyond the
ðh� 1Þth lag are zero. This particular property of an optimal forecast is usually tested by
regressing the observed forecast error on its own lagged values of order h and higher:

etþh;t ¼ a0 þ
Xn

i¼0

biet�i;t�i�h þ utþh;t.

Here it is assumed that utþh;t has mean zero and is serially uncorrelated. Under MSE loss
and forecast rationality, a0 ¼ b0 ¼ � � � ¼ bn ¼ 0.
Outside the standard setting with MSE loss this property need no longer hold. In

particular, we have:

Proposition 5. The h-step-ahead forecast error arising under linex loss (8) for the Markov

switching process (11)–(12) is serially correlated with autocovariance

Cov½e�tþh;t; e
�
tþh�j;t�j� ¼ n̄

0
r21fj¼0g þ

1

a2
k0hððn̄i0Þ 	 Pj � n̄n̄

0
Þkh. (20)

Although this converges to zero as j goes to infinity, it can be non-zero at lags larger than h.
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Using the same parameterization as in the earlier example, the autocorrelation function
for various forecast horizons is presented in Fig. 5. Note the strong autocorrelation even at
lags much longer than the forecast horizon, h. Thus the optimal forecast error in our set-up
need not follow an MAðh� 1Þ process and the one-step-ahead forecast error need not be
serially uncorrelated (property 3).9

It is easily verified that, under MSE loss, the autocovariance of the optimal forecast
errors under the regime switching process is zero:

Covðe�tþh;t; e
�
tþh�j;t�jÞ ¼ E½sstþh�j

sstþh
ntþh�jntþh�

¼
Xk

stþh�j¼1

Xk

stþh¼1

x̄ðstþh�j Þ
x̂ðstþhjstþh�j Þ

sstþh�j
sstþh

� E½ntþh�jntþhjStþh�j ¼ stþh�j ;Stþh ¼ stþh�

¼ 0 for ja0.

Thus optimal forecast errors under MSE loss are conditionally and unconditionally
unbiased, have constant unconditional variance as a function of the forecast horizon, and
9We can again consider the two special cases: iid Normal ðs1 ¼ s2 ¼ sÞ, and iid mixture of normals ðP ¼ in̄
0
Þ.

Following the same logic as for the analysis of forecast error variance, it can be shown that in both of these cases

the autocorrelation function equals zero for all lags greater than zero.
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are serially uncorrelated at all lags. This is because under MSE loss the optimal forecast
error in this example is simply the term sstþh

ntþh, which is (heteroskedastic) white noise.

4.4. An alternative DGP

Readers might wonder whether the results established thus far are peculiar to the regime
switching process in Eqs. (11)–(12). This is not the case as we show here for the most
widely-used model for conditional variance, namely the GARCH(1,1) process, c.f.
Bollerslev (1986):

Y tþ1 ¼ mþ �tþ1,

�tþ1 ¼ stþ1vtþ1; vtþ1�i:i:d: Nð0; 1Þ,

s2tþ1 ¼ oþ a�2t þ bs2t , (21)

where o40; a;bX0. We assume that ðaþ bÞ2 þ 2a2o1, which is sufficient for both the
unconditional second and fourth moments to exist:

E½s2tþ1� ¼
o

1� a� b
,

E½s4tþ1� ¼
o2ð1þ aþ bÞ

ð1� 3a2 � b2 � 2abÞð1� a� bÞ
.

Under linex loss the one-step-ahead optimal forecast has a bias of �ða=2Þs2tþ1, and so the
optimal forecast error is e�tþ1;t ¼ stþ1vtþ1 � ða=2Þs2tþ1 and

E½e�tþ1;t� ¼
�ao

2ð1� a� bÞ
, (22)
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which establishes the violation of property 1 (unbiasedness). Using this equation the first
order auto-covariance of the forecast error is

Covðe�tþ1;t; e
�
t;t�1Þ ¼ E stþ1vtþ1 �

a

2
s2tþ1 þ

a

2
s2�

� �
stvt �

a

2
s2t þ

a

2
s2�

� �h i
¼

a2

4
ðaþ bÞ E½s4t � �

o2

1� a� bð Þ
2

� 	
¼

a2o2a2ðaþ bÞ

2ð1� ðaþ bÞ2 � 2a2Þð1� a� bÞ2

X0. ð23Þ

Serial correlation is absent when a ¼ 0 so the optimal bias does not depend on past
(squared) innovations.

For multi-step-ahead predictions we can no longer obtain closed-form expressions since
the innovations are not conditionally Gaussian. However, we are able to show that the
volatility of volatility for this process is decreasing for reasonable parameter values,
suggesting that the optimal forecast error variance can be decreasing in h for this process,
using part (3) of Proposition 1. First, note that we can write the multi-step ahead
conditional variance as

s2tþh;t ¼ o
1� ðaþ bÞh

1� a� b

 !
þ bðaþ bÞh�1s2t;t�1 þ aðaþ bÞh�1y2

t

� oh þ bhs
2
t;t�1 þ ahy2

t .

We then obtain

E½s2tþh;t� ¼ E½oh þ bhs
2
t;t�1 þ ahy2

t � ¼ oh þ
oðah þ bhÞ

1� a� b
¼

o
1� a� b

,

E½s4tþh;t� ¼ o2
h þ

2oohðah þ bhÞ

1� a� b
þ

o2ð1þ aþ bÞð3a2h þ b2h þ 2ahbhÞ

ð1� 3a2 � b2 � 2abÞð1� a� bÞ

!
o2

ð1� a� bÞ2
as h!1.

In Fig. 6 we plot the volatility of volatility for the above process using
ðo; a;bÞ ¼ ð1; 0:05; 0:9Þ, which are common parameter values for data such as daily stock
returns.

Given the absence of a closed-form expression for the multi-step ahead conditional
density in the GARCH case, we do not examine the autocorrelations for multi-step ahead
forecasts or the forecast error variance as a function of forecast horizon for the GARCH
example. Again this serves to show how difficult it is, in general, to characterize the
moments of multi-step forecast errors under asymmetric loss and nonlinear DGPs.

5. Properties of a ‘‘generalized forecast error’’

We demonstrated in the previous sections that all the properties of optimal forecasts
established under MSE loss can be violated under asymmetric loss and a nonlinear DGP.
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In this section we establish the properties that a simple transformation of the optimal
forecast error—known as the generalized forecast error—must have.
Following Granger (1999) and Patton and Timmermann (2005), the generalized forecast

error, c�tþh;t, is defined from the first-order condition of the loss function

c�tþh;t �
qLðY tþh � Ŷ �tþh;t; aÞ

qŶ tþh;t

, (24)

which in the linex case simplifies to

c�tþh;t ¼ a� a expfasstþh
ntþh � logðn̂

0

tjtP
huÞg. (25)

The generalized forecast error is thus related to the ‘‘generalized residual’’ of Gourieroux
et al. (1987) and Chesher and Irish (1987), and can be alternatively interpreted as
the ‘‘score’’ at time tþ h, evaluated using the forecaster’s loss as opposed to the
likelihood function. Clearly a correctly specified density model is a prerequisite
for computing good (point) forecasts. The generalized forecast error exploits the
property of an efficient forecast that, at the optimum, there can be no gain from changing
the forecast by an amount that is a function of variables in the forecaster’s current
information set. For example, if bias is traded off against variance in the forecaster’s
loss function, at the optimum a reduction in one component due to a change in Ŷ tþh;t

must exactly be offset by an increase in the other component. It is easy to establish
that, although the forecast error, e�tþh;t, need not be mean zero, the generalized forecast
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error, c�tþh;t, has mean zero:

Et½c
�
tþh;t� ¼ a� aðn̂

0

tjtP
huÞ�1Et½expfasstþh

ntþhg�

¼ a� aðn̂
0

tjtP
huÞ�1n̂

0

tjtP
h exp

a2

2
r2

� �
¼ 0,

and E½c�tþh;t� ¼ 0 by the law of iterated expectations. Thus the generalized forecast error
has conditional and unconditional mean zero for all forecast horizons.

Turning to the second optimality property, while we saw that the variance of the optimal
forecast error need not be non-decreasing with the forecast horizon, thus violating the
second standard optimality property, the unconditional expected loss will always be non-
decreasing in the forecast horizon. The expected loss corresponds exactly to the forecast
error variance under MSE loss, but not generally.

Proposition 6. Under linex loss (8) and the regime switching process (11)–(12) the

unconditional expected loss is

E½LðY tþh; Ŷ
�
tþh;t; aÞ� ¼ n̄

0
kh ! logðn̄

0
uÞ as h!1.

For the numerical example used above, Fig. 7 shows the expected loss as a function of
the forecast horizon. As expected it is a non-decreasing function of h.

For the third property, we saw that in a nonlinear framework, optimal h-step forecast
errors need not follow an MAðh� 1Þ process. However, the generalized forecast error will
display serial correlation of, at most, ðh� 1Þth order:

Proposition 7. The generalized forecast error from an optimal h-step forecast made at time t

under the regime switching process (11)–(12) and assuming linex loss (8) has the following



ARTICLE IN PRESS

0 2 4 6 8 10 12 14 16 18 20
0

1

2

3

4

5

6

7

8
x 10-3

Lag

C
or

re
l

Optimal generalised forecast error autocorrelation
function for various forecast horizons

h= 2
h= 5
h=10

Fig. 8. Autocorrelation in the optimal generalized forecast error for various forecast horizons, two-state regime

switching example.

A.J. Patton, A. Timmermann / Journal of Econometrics 140 (2007) 884–918902
autocovariance function:

Cov½c�tþh;t;c
�
tþh�j;t�j � ¼

�a2 þ a2
Pk

st¼1
x̄ðstÞ
ði0st

PhuÞ�2ði0st
Phu4Þ j ¼ 0;

�a2 þ a2
Pk

st�j¼1
x̄ðst�j Þ

ði0st�j
PhuÞ�1

�
Pk

st¼1
xðstjst�j Þ

ði0st
PhuÞ�1 � ðu0 	 ði0st

Ph�jÞÞPju
0ojoh;

0 jXh;

8>>>>>><>>>>>>:
where u4 � expf2a2r2g.

Using the numerical example above, Fig. 8 presents the autocorrelation function for the
optimal generalized forecast error. As implied by Proposition 6, the autocorrelations are
non-zero for joh and equal zero when jXh.
An alternative approach to evaluate the optimality of a forecast that is often used is

based on the so-called probability integral transform proposed, in this context, by
Rosenblatt (1952). This is simply the one-step forecast cdf associated with a given model
evaluated at the observed data point. If the model is correctly specified, these probability
integral transforms should constitute a sequence of i.i.d. uniformly distributed random
variables. This approach requires, however, that the density model used by the forecaster is
known in order to compute the probability integrals. It is not applicable in the common
situation where the forecast evaluator does not know the forecaster’s model and only a
sequence of point forecasts generated under some loss function is observed.

6. Effect of parameter estimation error

So far we have established our theoretical results ignoring parameter estimation error.
However, in practice this source of error can significantly influence optimality properties.
Hoque et al. (1988), for example, show that for small sample sizes the MSFE is a
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decreasing function of h when the DGP is a mean zero AR(1) process with a small
autoregressive coefficient (less than 0:2 in absolute value in their example), and the
unknown coefficient is estimated using least squares. Further, although least squares
methods provide the best linear unbiased estimator, for forecasting purposes least squares
estimators are in fact inadmissible and dominated by shrinkage estimators and predictors
that are biased though consistent. Requiring each of the elements of b̂ to be unbiased may
be undesirable if the objective is to minimize the MSE of the estimator of b. By dispensing
with this requirement, shrinkage estimators can reduce the MSE.

More specifically, consider a linear forecasting model based on the n-vector of predictor
variables, xt ¼ ðx1t; . . . ;xntÞ,

Y ¼ Xbþ e, (26)

where Y ¼ ðY 1 � � �Y T Þ
0, X ¼ ðx00 � � � x

0
T�1Þ

0 and e ¼ ð�1 � � � �T Þ
0. In the simple case where

X0X ¼ In, e�Nð0; IÞ and letting b̂ls be the least squares estimator, the James and Stein
(1961) estimator, b̂JS, that shrinks the least squares estimator towards a vector of zeros is

b̂JS ¼ 1�
a

b̂
0

lsb̂ls

 !
b̂ls,

for some scalar, a. Under squared error loss the risk Rðb̂JS;bÞ ¼ E½ðb̂JS � bÞ0ðb̂JS � bÞ�

associated with this estimator is (c.f. Judge et al., 1985)

Rðb̂JS;bÞ ¼ n� a½2ðn� 2Þ � a�E½1=w2n;l�,

where w2n;l is a non-central chi-square variable with degree of freedom parameter, n, and
non-centrality parameter l ¼ b0b=2. The bias of this estimator, b� E½b̂JS�, equals
aE½1=w2n;l�b. Provided that we choose 0pap2ðn� 2Þ, it follows that Rðb̂JS; bÞoRðb̂ls;bÞ
for all b so the least-squares estimator is inadmissible. Furthermore, the James–Stein
estimator with the smallest risk sets a ¼ n� 2, i.e.10

b̂JS ¼ 1�
n� 2

b̂
0

lsb̂ls

 !
b̂ls.

It follows from these results that biased forecasts can be optimal even under MSE loss,
once parameter estimation error is accounted for. Empirical evidence seems to confirm
this: Zellner and Hong (1989) find that shrinkage helps in forecasting growth rates of
output in a large international data set, while Zellner and Chen (2001) find that a prior that
shrinks disaggregate (sector) parameters in the direction of a common mean improves
forecasts of US GDP growth.
10In the more general case where E½ee0� ¼ s2I and s2 is unknown, the optimal (feasible) James–Stein estimator

takes the form

b̂
�

JS ¼ ð1�
ðT � nÞðn� 2Þŝ2

ðT � nþ 2Þðb̂
0

lsb̂lsÞ
Þb̂ls,

where ŝ2 is the usual variance estimator. This estimator has risk:

Rðb̂JS;bÞ ¼ n�
ðn� 2Þ2ðT � nÞ

T � nþ 2
E½1=w2n;l�.
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Outside the framework that assumes a linear forecasting model and a quadratic loss
function, parameter estimation uncertainty is best dealt with in a Bayesian context. Under
the Bayesian approach the evaluation of a set of predictions is no different from evaluation
of a set of unknown parameters. If the data is taken as given (non-random), expected loss
can be used to evaluate predictions, while the risk function and average or Bayes risk can
be used to this end when the data is viewed as random. Moreover, Bayesian predictions
that minimize average or Bayes risk have the desirable property that they are admissible so
that no other predictor has lower average or Bayes risk.
More specifically, let Xt ¼ ðx00 � � � x

0
tÞ
0 be the data up to time t and let Y be the set of

possible outcomes of Y, while h is again the parameters of the underlying model assumed
to lie in some space Y. The Bayesian approach chooses a forecast, ~Y tþh;t, that minimizes
expected loss given the available data, Xt:

~Y
�

tþh;t � arg min
~Ytþh;t

Z
Y

Lðytþh; ~Y tþh;tÞpðytþhjX
tÞdytþh, (27)

where the predictive density is given by

pðytþhjXtÞ ¼

Z
Y

pðhjXtÞpðytþhjX
t; hÞdh, (28)

and the posterior parameter distribution is proportional to the prior of the parameters and
the conditional density of the data: pðhjXtÞ / pðhÞpðXtjhÞ. Under quadratic loss the optimal
forecast is simply the conditional mean, ~Y

�

tþh;t ¼
R
Y ypðyjXtÞdy. However, under

asymmetric loss the forecast will generally not be easy to characterize in closed form.
One exception pointed out by Zellner (1986) is for linex loss and a Gaussian density,
pðytþhjX

tÞ, in which case

~Y
�

tþh;t ¼ E Y tþhjX
t


 �
�

a

2
VarðY tþhjX

tÞ. (29)

Again it is clear that, in the presence of parameter estimation error, the optimal forecast is
biased under asymmetric loss. Serial correlation of the optimal forecast error will also
continue to hold even under MSE loss, c.f. Magnus and Pesaran (1989, 1991). We are not
aware of any demonstrations of how it affects the variance of multi-period forecast errors,
however, where the bias depends in a complicated manner on the persistence of the true
DGP.
7. Empirical illustrations

In this section we present two illustrations of the above results for financial and
economic data. The purpose of these empirical illustrations is to show that the simple
model employed in the paper is a reasonable case to consider. Further, the results
emphasize that using the standard properties of optimal forecast errors (unbiasedness,
increasing variance, restricted serial correlation) in the presence of asymmetric loss and
time-varying volatility could lead to the rejection of a perfectly optimal forecast.
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7.1. Forecasts of stock returns

Using maximum likelihood methods we estimated a two-state regime switching model,
with unobservable state variable St:

Y t ¼ mþ sst�t; �t�Nð0; 1Þ, (30)

on weekly returns for Exxon over the period January 1970 to December 2003, and
obtained the following parameter estimates:

m̂ ¼ 0:1323

r̂ ¼ ½0:9698; 1:6711�0,

P̂ ¼
0:9756 0:0244

0:1014 0:8986

� �
.

Thus the annualized return on Exxon over this period was 6.9%. The steady state
probabilities implied by the estimated transition matrix b̄n ¼ ½0:8061; 0:1939�0 indicate that
returns were drawn from the low volatility regime four times as often as from the high
volatility regime.

If we assume a linex loss function for the forecast user with a ¼ 1, then Proposition 2
shows that the unconditional mean of the optimal Exxon return forecast errors is �0:7292.
Given the asymmetry of the loss function it is not surprising that it is optimal to over-
predict, leading to forecast errors that are negative on average.

Using the expression given in Proposition 3 we obtain the unconditional variance
of the optimal forecast errors for different horizons, and plot these in Fig. 9 which
is the empirical counterpart to Fig. 3. We again see, under linex loss and a regime
switching model for Exxon stock returns, that the unconditional variance is a decreasing
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function of the forecast horizon. The MSE of the optimal forecast errors (not shown)
is similarly monotonically downward sloping. Taking the standard properties of
optimal forecasts as a guide, this figure would suggest that it is about 7% easier

(variance of 1.31 versus 1.41) to predict the one-week return on Exxon in the period
between nine and ten weeks from today, than the return on Exxon over the coming
week. As we discussed above, this interpretation is misleading when the forecast user’s
loss function is not the MSE loss function. If we instead use expected loss to measure
forecast difficulty, we find that it is about 8% harder (expected loss of 0.72 versus 0.67) to
forecast the 10-step ahead one-week return than it is to forecast the return over the coming
week.
Using Proposition 5 we obtain the autocorrelation function of the optimal forecast

errors in this illustration, and plot this in Fig. 10 for h ¼ 1; . . . ; 5. The one-step ahead
weekly return forecast, for example, has first-order serial correlation of almost 0.07, and
even at the 20th lag the serial correlation is still greater than zero. This implies that the
forecast error is predictable using lagged forecast errors, albeit only weakly in this case. It
does not imply that the forecast is suboptimal, however: the generalized forecast error
exhibits the serial correlation properties presented in Proposition 7.

7.2. Forecasts of output growth

We next show the effect of asymmetric loss in a two-state example that accounts both for
parameter estimation errors and an unobservable state, St. Given the strong evidence of
regime-dependence in the mean of output growth (c.f. Hamilton, 1989), we extend (30) as
follows:

Y t ¼ mst
þ sst�t; �t�Nð0; 1Þ. (31)
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When both the underlying state and the parameters h ¼ ðm1;m2; s
2
1; s

2
2; p11; p22Þ are

unknown, a Gibbs sampling approach can be used to compute the predictive density, c.f.
Albert and Chib (1993) and Kim and Nelson (1999, Chapter 9). The first step generates a
vector of states, ~ST ¼ ðS1; . . . ;ST Þ

0, from the conditional density f ð ~ST jh; ~yT Þ, where
~yT ¼ ðy1; y2; . . . ; yT Þ

0. The second step generates ðm0;m1;s
2
0;s

2
1Þ from f ðm0; m1; s

2
0; s

2
1j~yT ; ~ST Þ.

Finally, the third step generates the state transition parameters, p11; p22 from f ðp11; p22j
~ST Þ

using that, conditional on ~ST , these state transitions are independent of ~yT .
11

Following Chib (1996) we assume that the priors of the state transition probabilities
follow Dirichlet distributions. Multiplying by the likelihood function for P conditional on
a simulated vector of states this means that the posterior is also Dirichlet. We set the prior
mean of each element equal to 0.5 and the standard deviation equal to 0.25. Assuming a
Gaussian prior for mi conditional on s2i ; i.e., mijs

2
i�Nðb0;B0Þ, the posteriors for the mean

parameters are (for i ¼ 1; 2)

mijs
2
i ;
~ST ; ~yT�Nðb1i;B1iÞ,

b1i ¼ ðB
�1
0 þ s�2i i0T iT Þ

�1
ðB�10 b0 þ s�2i i0TYT Þ,

B1i ¼ ðB
�1
0 þ s�2i i0T iT Þ

�1.

In both cases we use basically uninformative priors, i.e. b0 ¼ 0;B0 ¼ 1000. With mi in place
we assume that the priors for the variance terms are inverse Gaussian,
s2i jmi�IGðv0=2; d0=2Þ, where v0 ¼ 2 and d0 ¼ 0:001 so we again have basically unin-
formative priors. Conditional on ~ST ; ~yT this yields an inverse Gaussian posterior,
s2i jmi; ~ST ; ~yT�IGðv1=2; d1i=2Þ, where v1 ¼ v0 þ T and d1 ¼ d0 þ

PT
t¼1ðyt � miÞ

21ðst ¼ iÞ.
In our empirical illustration we use quarterly data on US GDP growth from 1952Q1 to

1994Q3, and save the last 20 observations of this data set to compare against our
predictions. This data was also used by Kim and Nelson (1999). We compute the one
through 20-step ahead forecasts starting from the last date in our estimation sample,
1989Q3. Using 7500 draws from the Gibbs sampler, the posterior means of the growth rate
parameters in the two states were 1.09 and 0.05, respectively, with variance parameters
equal to 0.49 and 1.00, and transition probability parameters centered at 0.74 and 0.62
(each associated with a standard deviation of 0.12).

In Fig. 11 we plot the optimal forecasts under MSE and linex loss (with a ¼ 1) against
the realizations of GDP growth. These forecasts are computed using Eq. (27). Note that
actual GDP growth is greater than the linex forecast of GDP growth for only three out of
20 cases; this reflects the greater penalty this loss function applies to under-predictions
relative to over-predictions. In contrast, the MSE forecasts are exceeded by the actual
GDP growth figures in nine out of 20 cases. Hence the optimal forecast under linex loss is
clearly above that under MSE loss even after accounting for parameter estimation error.12

Fig. 12 shows how the one-step predictive density from model (28) differ from the normal
distribution. Note also the pronounced negative skew in the regime switching density
forecast.
11We are grateful to Davide Pettenuzzo for providing us with his Gibbs sampling code for this application.
12In related work based on the lin–lin loss function, Whiteman (1996) finds that asymmetric loss can

significantly change the mean of the optimal forecast. His application is to budget surpluses for Iowa.
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8. Conclusion

This paper demonstrated that the properties of optimal forecasts that are almost always
tested in the empirical literature hold only under very restrictive assumptions, and are not
generally robust to even slight departures from these assumptions. We showed analytically
how they are violated under more general assumptions about the loss function, extending
the seminal work of Granger (1969) and Christoffersen and Diebold (1997). The properties
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that optimal forecasts must possess were generalized to consider situations where the loss
function may be asymmetric and the DGP may be nonlinear but strictly stationary.
Illustrations using data on weekly stock returns and quarterly output growth confirmed
that our findings have much empirical relevance.

A number of implications follow from this paper. Most importantly, our results suggest
the need to develop new and more general methods for forecast evaluation that are robust
to deviations from MSE loss. Most economic time series have some dynamics in the
conditional variance. This means that even small deviations from MSE loss will overturn
the standard properties that an optimal forecast must have. One approach—proposed by
Elliott et al. (2005)—is to assume that the loss function belongs to a family of
parsimoniously parameterized functions that nests MSE loss as a special case. This
approach can be used even with the small sample sizes typically obtainable with forecasting
data. Furthermore, the parameters of the loss function can be estimated by GMM and
forecast optimality can be tested by means of a standard J-test when the model is
overidentified. Another approach, suggested by Patton and Timmermann (2005), is to
adopt robust test procedures that are valid for broad classes of loss functions and DGPs.
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Appendix A
Proof of Proposition 1. Part 1: We know from Christoffersen and Diebold (1997) that
Ŷ �tþh;t ¼ mtþh;t þ atþh;t, where atþh;t depends on the loss, Lð:Þ, Ftþh;t and stþh;t but not on
mtþh;t. So without loss of generality, consider a process with conditional mean zero:

Y tþh ¼ stþh;t�tþh.

Proving that Ŷ �tþh;t is biased then amounts to showing that Ŷ �tþh;ta0. Under assumptions
L1 and L2 we have ~LðeÞ ¼ ~Lð�eÞ, and zðeÞXzð�eÞ for all e40 and so the optimal forecast
satisfies Ŷ �tþh;t40. To see this, define

GðŶ tþh;t;stþh;tÞ �
q

qŶ
Et½Lðstþh;t�tþh � Ŷ tþh;tÞ�

¼ �

Z
~L
0
ðstþh;t�tþh � Ŷ tþh;tÞf ð�tþhÞd�tþh

�

Z 1
ŷtþh;t=stþh;t

z0ðstþh;t�tþh � Ŷ tþh;tÞf ð�tþhÞd�tþh, ðA:1Þ

assuming that we may interchange expectation and differentiation operators. GðŶ ; sÞ,
evaluated at Ŷ ¼ 0, is negative since the first term in (A.1) equals zero (if ~L were the loss
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function then zero would be the optimal forecast under the given assumptions) while the
second term is negative (the integral term is positive since z0X0 and z040 on a set with
measure greater than zero). In the following we drop time-subscripts where these are not
needed. Using the convexity of ~L and z we can show that qG=qŶ40:

qGðŶ ;sÞ

qŶ
¼

q

qŶ
�

Z
~L
0
ðs�� Ŷ Þf ð�Þd��

Z 1
ŷ=s

z0ðs�� Ŷ Þf ð�Þd�

 !

¼

Z
~L
00
ðs�� Ŷ Þf ð�Þd�þ

Z 1
ŷ=s

z00ðs�� Ŷ Þf ð�Þd�þ z0ð0Þ
1

s

40. ðA:2Þ

The existence of an interior optimum (by the convexity of Lð:Þ, c.f. Lehmann and Casella,
1998) then implies that Ŷ �tþh;t40, proving that the optimal forecast is biased.
Part 2: To prove that the optimal forecast error is not in general a martingale difference

sequence with respect to Ft note that e�tþh;t ¼ stþh;t�tþh � Ŷ �tþh;t, where Ŷ �tþh;t is that value
of Ŷ tþh;t for which (A.1) equals zero. Provided that qŶ �tþh;t=qstþh;ta0, time-variations in
stþh;t will translate into predictable time-variations in the forecast error by means of the
same variables in Ft that forecast stþh;t. To show that qŶ �tþh;t=qstþh;ta0 we use the
implicit function theorem: qŶ �ðsÞ=qs ¼ �ðqG=qsÞ=ðqG=qŶ Þ. The denominator equals:

qGðŶ ;sÞ

qŶ
¼

q

qŶ
�

Z
~L
0
ðs�� Ŷ Þf ð�Þd��

Z 1
ŷ=s

z0ðs�� Ŷ Þf ð�Þd�

 !

¼

Z
~L
00
ðs�� Ŷ Þf ð�Þd�þ

Z 1
ŷ=s

z00ðs�� Ŷ Þf ð�Þd�þ z0ð0Þ
1

s
. ðA:2Þ

Since both ~L and z are convex, qG=qŶ is guaranteed to be positive. (This further implies
that Ŷ �40 as GðŶ tþh;t ¼ 0;stþh;tÞo0.) To derive qŶ �ðsÞ=qs note that

qGðŶ �ðsÞ; sÞ
qs

¼ �

Z
~L
00
ðs�� Ŷ �Þ�f ð�Þd��

Z 1
ŷ=s

z00ðs�� Ŷ �Þ�f ð�Þd�� z0ð0Þ
1

s2
Ŷ �.

The last term in this equation is negative under assumption L1. The terms in the above
expression will only cancel out in very special cases and so, generically,
qGðŶ �ðsÞ;sÞ=qsa0. For example, if ~LðeÞ ¼ ae2 the first term equals zero and the second
term is negative, so qG=qso0 which implies qŶ �=qs40. If qG=qsa0 then serial
dependencies in stþh;t will generally translate into serial dependencies in the optimal bias,
Ŷ �tþh;t, and hence in the forecast error. To see this, let s1 and s2 be two distinct possible
values for stþh;t, which is time-varying by assumption D2. If we know qŶ �=qs40; then
Ŷ �ðs1ÞaŶ �ðs2Þ, and so we have E½e�tþh;tjstþh;t ¼ s1� ¼ E½stþh;t�tþh � Ŷ �tþh;tjstþh;t ¼ s1� ¼
E½stþh;tEt½�tþh� � Ŷ �ðstþh;tÞjstþh;t ¼ s1� ¼ �Ŷ �ðs1Þa� Ŷ �ðs2Þ ¼ E½e�tþh;tjstþh;t ¼ s2�.
E½e�tþh;t� can equal at most one of E½e�tþh;tjstþh;t ¼ s1� or E½e�tþh;tjstþh;t ¼ s2�, which proves
the claim.
Part 3: To understand the factors bringing about the possibility of a declining variance

of the forecast error in h, consider first the case of MSE loss. In that case, Ŷ �tþh;t ¼ mtþh;t,
and so Et½e

�
tþh;t� ¼ 0: Using the law of iterated expectations and assuming the process is

covariance stationary, the optimality of Ŷ �tþh;t implies:

Et½e
�2
tþh;t�pEt½e

�2
tþh;t�j� 8jX0,
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so

E½e�2tþh;t�pE½e�2tþh;t�j�,

and

V ½e�tþh;t�pV ½e�tþh;t�j� ¼ V ½e�tþhþj;t�.

Thus the unconditional variance of the optimum forecast error is weakly increasing
in the horizon. Now consider the general case of asymmetric loss: note that
e�tþh;t ¼ stþh;t�tþh � Ŷ �tþh;t, so V ðe�tþh;tÞ ¼E½V tðe

�
tþh;tÞ� þV ðEt½e

�
tþh;t�Þ ¼ E½s2tþh;t� þ V ðŶ �tþh;tÞ.

Comparing this across different values of h, under covariance stationarity the first term is
constant, so we focus on the second term, V ðŶ �tþh;tÞ: We establish the result through a
Taylor series expansion under the assumption that Y tþh is covariance stationary and
�tþhjFt�F ð0; 1;khÞ, where kh is independent of Ft and non-decreasing in h. We
demonstrate that under sign restrictions on the derivatives, qŶ �=qs40 and
q2Ŷ �=ðqsqkÞp0; V ðe�tþ2;tÞoV ðe�tþ1;tÞ. Note that

Ŷ �tþh;t ¼ Ŷ �ðs2tþh;t; khÞ


 Ŷ �ð �s2h;khÞ þ Ŷ
0�
s ð �s

2
h;khÞðs2tþh;t � �s2hÞ

¼ Ȳ �h þ Ŷ 0�sð �s
2
h;khÞðs2tþh;t � �s2hÞ,

where �s2h is selected to satisfy Ŷ �ð �s2h;khÞ ¼ Ȳ �h � E½Ŷ �tþh;t�. Then E½Ŷ �tþh;t� 
 E½Ȳ �h þ
Ŷ �0s ð �s

2
h;khÞðs2tþh;t � �s2hÞ� ¼ Ȳ �hþ Ŷ �0s ð �s

2
h;khÞðE½s2tþh;t� � �s2hÞ ) �s2h 
 E½s2tþh;t� � s2y 8h. So

Ŷ �tþh;t 
 Ȳ �h þ Ŷ �0s ðs
2
y; khÞðs2tþh;t � s2yÞ for all h. Then

V ½Ŷ �tþ1;t� 
 V ½Ȳ �1 þ Ŷ �0s ðs
2
y; k1Þðs

2
tþ1;t � s2yÞ� ¼ Ŷ s

�0ðs2y;k1Þ
2V ½s2tþ1;t�

Similarly,

V ½Ŷ �tþ2;t� 
 Ŷs
�0ðs2y;k2Þ

2V ½s2tþ2;t�.

So

V ½Ŷ �tþ1;t� � V ½Ŷ �tþ2;t� 
 Ŷ �0s ðs
2
y;k1Þ

2
ðV ½s2tþ1;t� � V ½s2tþ2;t�Þ

þ V ½s2tþ2;t�ðŶ
�0
s ðs

2
y;k1Þ þ Ŷ �0s ðs

2
y; k2ÞÞðŶ

�0
s ðs

2
y; k1Þ � Ŷ �0s ðs

2
y;k2ÞÞ

40.

Here we used that ðV ½s2tþ1;t� � V ½s2tþ2;t�Þ40 by D3, while V ½s2tþ2;t�X0 by assumption D2,

Ŷ �0s ðs
2
y;k1Þ

240 and ðŶ �0s ðs
2
y;k1Þ � Ŷ �0s ðs

2
y; k2ÞÞX0 by the assumption that qŶ �=qs40 and

q2Ŷ �=qsqko0 and the fact that k1pk2. Thus the variance of e�tþ1;t is greater than that of

e�tþ2;t, completing the proof. &

Proof of Proposition 2. The h-step-ahead forecast error has a conditional expectation of

Et½e
�
tþh;t� ¼ �

1

a
logðn̂

0

tjtP
huÞ,
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which, since P is a probability matrix with one eigenvalue of unity, is different from zero
even when h!1. The unconditional expectation of the forecast error is

E½e�tþh;t� ¼ E½Et½e
�
tþh;t��

¼
Xk

st¼1

x̄ðstÞ
E �

1

a
logðn̂

0

tjtP
huÞjSt ¼ st

� �

¼ �
1

a

Xk

st¼1

x̄ðstÞ
logði0st ;t

PhuÞ

¼ �
1

a
n̄
0
kh,

where kh ¼ logðPhuÞ and ist is a k � 1 zero-one selection vector that is unity in the stth
element and is zero otherwise.
The unconditional bias remains, in general, non-zero for all h. In the limit as h!1,

E½e�tþh;t� ! �
1

a
n̄
0
logðin̄

0
uÞ ¼ �

1

a
n̄
0
i logðn̄

0
uÞ ¼ �

1

a
logðn̄

0
uÞ,

which is also, in general, non-zero. &

Proof of Proposition 3. From Proposition 2 we have

Varðe�tþh;tÞ ¼ E½e�2tþh;t� �
1

a2
k0hn̄n̄

0
kh

¼ E sstþh
ntþh �

1

a
logðn̂

0

tjtP
huÞ

� 	2
" #

�
1

a2
k0hn̄n̄

0
kh

¼ E½s2stþh
n2tþh� �

2

a
E½sstþh

ntþh logðn̂
0

tjtP
huÞ� þ

1

a2
E½logðn̂

0

tjtP
huÞ2� �

1

a2
k0hn̄n̄

0
kh

¼
Xk

stþh¼1

x̄ðstþhÞ
E½s2stþh

n2tþhjStþh ¼ stþh� �
1

a2
k0hn̄n̄

0
kh

þ
1

a2

Xk

st¼1

x̄ðstÞ
E½logðn̂

0

tjtP
huÞ � logðn̂

0

tjtP
huÞjSt ¼ st�

¼
Xk

stþh¼1

x̄ðstþhÞ
s2stþh
�

1

a2
k0hn̄n̄

0
kh þ

1

a2

Xk

st¼1

x̄ðstÞ
logðu0Ph0Þist i

0
st
logðPhuÞ

¼ n̄
0
r2 þ

1

a2
k0h

Xk

st¼1

x̄ðstÞ
ist i
0
st

 !
kh �

1

a2
k0hn̄n̄

0
kh

¼ n̄
0
r2 þ

1

a2
k0hððn̄i0Þ 	 I� n̄n̄

0
Þkh.

Here x̄ðiÞ is the ith element of the vector n̄, the outer product isti
0
st
is a k � k matrix of all

zeros, except for the ðst; stÞth element, which equals one. To examine the variance of the
optimal h-step ahead forecast as h!1, note that

lim
h!1

kh ¼ i logðn̄
0
uÞ.
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Furthermore, for any vector n̄ such that n̄
0
i ¼ 1,

i0ððn̄i0Þ 	 I� n̄n̄
0
Þi ¼ i0ððn̄i0Þ 	 IÞi� i0n̄n̄

0
i ¼ n̄

0
i� ðn̄

0
iÞ0ðn̄

0
iÞ ¼ 0.

So, as h!1; the variance of the optimal h-step ahead forecast therefore converges to

Var½e�tþh;t� ! n̄
0
r2 þ

1

a2
logðn̄

0
uÞi0ððn̄i0Þ 	 I� n̄n̄

0
Þi logðn̄

0
uÞ

¼ n̄
0
r2: &

Proof of Corollary 1. Follows directly from the proof of Proposition 3. &

Proof of Proposition 4. The conditional variance of the variable of interest is

V t½Y tþh� ¼
Xk

stþh¼1

x̂ðstþhjtÞ
Vt½sstþh

ntþhjStþh ¼ stþh�

¼
Xk

stþh¼1

x̂ðstþhjtÞ
s2stþh

¼ n̂
0

tjtP
hr2,

and so

E½V t½Y tþh�� ¼
Xk

st¼1

x̄ðstÞ
E½n̂
0

tjtP
hr2jSt ¼ st�

¼
Xk

st¼1

x̄ðstÞ
i0st

Phr2 ¼ n̄
0
Phr2,

and

E½V t½Y tþh�
2� ¼

Xk

st¼1

x̄ðstÞ
E½n̂
0

tjtP
hr2r20Ph0n̂tjtjSt ¼ st�

¼
Xk

st¼1

x̄ðstÞ
i0st

Phr2r20Ph0ist ¼ n̄
0
ðPhr2r20Ph0 	 IÞi,

which yields the expression given in the proposition. As h!1,

n̄
0
Phr2r20Ph0n̄! n̄

0
in̄
0
r2r20n̄i0n̄ ¼ n̄

0
r2r20n̄,

n̄
0
ðPhr2r20Ph0 	 IÞi! n̄

0
ðin̄
0
r2r20n̄i0 	 IÞi ¼ n̄

0
ðin̄
0
r2r20n̄Þ ¼ n̄

0
r2r20n̄,

so V ½Vt½Y tþh�� ! 0. &

Proof of Proposition 5. The autocovariance function for an h-step forecast is

Cov½e�tþh;t; e
�
tþh�j;t�j� ¼ E½ðsstþh�j

sstþh
ntþh�jntþhÞ� �

1

a
E½sstþh�j

ntþh�j logðn̂
0

tjtP
huÞ�

�
1

a
E½sstþh

ntþh logðn̂
0

t�jjt�jP
huÞ�
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þ
1

a2
E½logðn̂

0

tjtP
huÞ logðn̂

0

t�jjt�jP
huÞ� �

1

a2
k0hn̄n̄

0
kh

¼ n̄
0
r21fj¼0g �

1

a2
k0hn̄n̄

0
kh þ

1

a2

Xk

st�j¼1

Xk

st¼1

x̄ðst�j Þ
x̂ðstjst�j Þ

�E½logðn̂
0

tjtP
huÞ logðn̂

0

t�jjt�jP
huÞjSt�j ¼ st�j ;St ¼ st�

¼ n̄0r21fj¼0g �
1

a2
k0hn̄n̄0kh

þ
1

a2

Xk

st�j¼1

Xk

st¼1

x̄ðst�j Þ
x̂ðstjst�j Þ

logði0st
PhuÞ logði0st�j

PhuÞ

¼ n̄0r21fj¼0g �
1

a2
k0hn̄n̄0kh

þ
1

a2
k0h

Xk

st�j¼1

x̄ðst�j Þ

Xk

st¼1

x̂ðstjst�j Þ
ist

 !
i0st�j

0@ 1Akh

¼ n̄0r21fj¼0g �
1

a2
k0hn̄n̄0kh

þ
1

a2
k0h

Xk

st�j¼1

x̄ðst�j Þ
Pj0 ist�j

i0st�j

0@ 1Akh

¼ n̄0r21fj¼0g þ
1

a2
k0hððn̄i0Þ 	 Pj � n̄n̄0Þkh.

For fixed h, as j!1, Cov½e�tþh;t; e
�
tþh�j;t�j� ! ð1=a2Þk0hððn̄i0Þ 	 ðix̄0Þ � n̄n̄0Þkh ¼ 0. &

Proof of Proposition 6.

E½LðY tþh; Ŷ
�
tþh;tÞ�

¼ E½expfasstþh
ntþh � logðn̂0tjtP

huÞg� þ E½logðn̂0tjtP
huÞ� � 1

¼
Xk

st¼1

Xk

stþh¼1

x̄ðstÞ
x̂ðstþhjstÞ

E½expfasstþh
ntþh � logðn̂0tjtP

huÞgjStþh ¼ stþh;St ¼ st�

þ
Xk

st¼1

x̄ðstÞ
E½logðn̂0tjtP

huÞjSt ¼ st� � 1

¼
Xk

st¼1

Xk

stþh¼1

x̄ðstÞ
x̂ðstþhjstÞ

exp � logði0st
PhuÞ þ

a2

2
s2stþh

� �
þ
Xk

st¼1

x̄ðstÞ
i0st

logðPhuÞ � 1

¼
Xk

st¼1

x̄ðstÞ
i0st
ðPhuÞ�1

Xk

stþh¼1

x̂ðstþhjstÞ
exp

a2

2
s2stþh

� �
þ
Xk

st¼1

x̄ðstÞ
i0st

logðPhuÞ � 1

¼
Xk

st¼1

x̄ðstÞ
i0st
ðPhuÞ�1ðPhuÞ þ

Xk

st¼1

x̄ðstÞ
i0st

logðPhuÞ � 1
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¼
Xk

st¼1

x̄ðstÞ
i0st

logðPhuÞ

¼ n̄0 logðPhuÞ.

As h!1 the expected loss becomes: E½LðY tþh; Ŷ
�
tþh;t; aÞ� ¼ n̄0 logðPhuÞ ! n̄0 logðin̄0uÞ ¼

n̄0i logðn̄0uÞ ¼ logðn̄0uÞ. &

Proof of Proposition 7.

Cov½c�tþh;t;c
�
tþh�j;t�j�

¼ a2 � a2E½expfasstþh
ntþh � logðn̂

0

tjtP
huÞg�

� a2E½expfasstþh�j
ntþh�j � logðn̂

0

t�jjt�jP
huÞg�

þ a2E½expfasstþh
ntþh þ asstþh�j

ntþh�j � logðn̂
0

tjtP
huÞ � logðn̂

0

t�jjt�jP
huÞg�

¼ aE½c�tþh;t� þ aE½c�tþh�j;t�j� � a2

þ a2E½expfasstþh
ntþh þ asstþh�j

ntþh�j � logðn̂
0

tjtP
huÞ � logðn̂

0

t�jjt�jP
huÞg�

¼ �a2 þ a2E½expfasstþh
ntþh þ asstþh�j

ntþh�j � logðn̂
0

tjtP
huÞ � logðn̂

0

t�jjt�jP
huÞg�.

If j ¼ 0 we get the variance of the generalized forecast error:

V ½c�tþh;t�

¼ �a2 þ a2
Xk

st¼1

Xk

stþh¼1

x̄ðstÞ
x̂ðstþhjstÞ

expf�2 logði0st
PhuÞ þ 2a2s2stþh

g

¼ �a2 þ a2
Xk

st¼1

x̄ðstÞ
ði0st

PhuÞ�2
Xk

stþh¼1

x̂ðstþhjstÞ
expf2a2s2stþh

g

¼ �a2 þ a2
Xk

st¼1

x̄ðstÞ
ði0st

PhuÞ�2ði0st
Phu4Þ,

where u4 � expf2a2r2g ¼ u	 u	 u	 u.
For 0ojoh we get:

Cov½c�tþh;t;c
�
tþh�j;t�j�

¼ �a2 þ a2
Xk

st�j¼1

Xk

st¼1

Xk

stþh�j¼1

Xk

stþh¼1

x̄ðst�j Þ
x̂ðstjst�j Þ

x̂ðstþh�j jstÞ
x̂ðstþhjstþh�j Þ

�

� E½expfasstþh
ntþh þ asstþh�j

ntþh�j � logðn̂
0

tjtP
huÞ

� logðn̂
0

t�jjt�jP
huÞgjSt�j ¼ st�j ;Stþh�j ¼ stþh�j ;St ¼ st;Stþh ¼ stþh�

¼ �a2 þ a2
Xk

st�j¼1

Xk

st¼1

Xk

stþh�j¼1

Xk

stþh¼1

x̄ðst�j Þ
x̂ðstjst�j Þ

x̂ðstþh�j jstÞ
x̂ðstþhjstþh�j Þ
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� exp � logði0st
PhuÞ � logði0st�j

PhuÞ þ
a2

2
s2stþh
þ

a2

2
s2stþh�j

� �
¼ � a2 þ a2

Xk

st�j¼1

x̄ðst�j Þ
ði0st�j

PhuÞ�1
Xk

st¼1

x̂ðstjst�j Þ
ði0st

PhuÞ�1

�
Xk

stþh�j¼1

x̂ðstþh�j jstÞ
exp

a2

2
s2stþh�j

� � Xk

stþh¼1

x̂ðstþhjstþh�j Þ
exp

a2

2
s2stþh

� �

¼ � a2 þ a2
Xk

st�j¼1

x̄ðst�j Þ
ði0st�j

PhuÞ�1
Xk

st¼1

x̂ðstjst�j Þ
ði0st

PhuÞ�1

�
Xk

stþh�j¼1

x̂ðstþh�j jstÞ
exp

a2

2
s2stþh�j

� �
i0stþh�j

Pju

¼ � a2 þ a2
Xk

st�j¼1

x̄ðst�j Þ
ði0st�j

PhuÞ�1 �
Xk

st¼1

x̂ðstjst�j Þ
ði0st

PhuÞ�1 � ðu0 	 ði0st
Ph�jÞÞPju,

and for jXh we get:

Cov½c�tþh;t;c
�
tþh�j;t�j�

¼ �a2 þ a2
Xk

st�j¼1

Xk

stþh�j¼1

Xk

st¼1

Xk

stþh¼1

x̄ðst�j Þ
x̂ðstþh�j jst�j Þ

x̂ðstjstþh�j Þ
x̂ðstþhjstÞ

� E½expfasstþh
ntþh þ asstþh�j

ntþh�j � logðn̂
0

tjtP
huÞ

� logðn̂
0

t�jjt�jP
huÞgjSt�j ¼ st�j ;Stþh�j ¼ stþh�j ;St ¼ st;Stþh ¼ stþh�

¼ �a2 þ a2
Xk

st�j¼1

Xk

stþh�j¼1

Xk

st¼1

Xk

stþh¼1

x̄ðst�j Þ
x̂ðstþh�j jst�j Þ

x̂ðstjstþh�j Þ
x̂ðstþhjstÞ

� exp � logði0st
PhuÞ � logði0st�j

PhuÞ þ
a2

2
s2stþh
þ

a2

2
s2stþh�j

� �

¼ � a2 þ a2
Xk

st�j¼1

x̄ðst�j Þ
ði0st�j

PhuÞ�1 �
Xk

stþh�j¼1

x̂ðstþh�j jst�j Þ
� exp

a2

2
s2stþh�j

� �

�
Xk

st¼1

x̂ðstjstþh�j Þ
ði0st

PhuÞ�1
Xk

stþh¼1

x̂ðstþhjstÞ
exp

a2

2
s2stþh

� �

¼ � a2 þ a2
Xk

st�j¼1

x̄ðst�j Þ
ði0st�j

PhuÞ�1 �
Xk

stþh�j¼1

x̂ðstþh�j jst�j Þ
� exp

a2

2
s2stþh�j

� �

¼ � a2 þ a2
Xk

st�j¼1

x̄ðst�j Þ
ði0st�j

PhuÞ�1ði0st�j
PhuÞ ¼ 0.

The autocovariance is zero for all lags greater than or equal to the forecast horizon. &
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