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�Abstract



We compare trading activity on the GLOBEX automated market and the associated open-outcry market of the Chicago Mercantile Exchange, across a set of four futures contracts.  The comparison proceeds along lines of research interest in financial market microstructure, namely adverse selection effects, price clustering and its link to value revelation, equilibrium behavior and efficiency, and volatility dynamics.  Adverse selection effects appear to be exacerbated on the automated market relative to the floor.  Nevertheless, equilibrium trading behavior across markets is quite similar, and both markets appear to be reasonably efficient.  This suggests that there is sufficient critical mass of traders to support operationally efficient behavior in the computerized venue, despite obvious liquidity differences across markets.
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�
Automated Trade Execution and Open Outcry Trading

A First Look at the GLOBEX Trading System





I.  Introduction

	Auction markets with well-specified rules of trading have been observed for centuries.  The continuous double auction, in particular, has been the dominant financial market structure in the U.S. for over 140 years, under the rubric of open-outcry floor trading.�  Prototypical examples include the New York Stock Exchange, the Chicago Board of Trade, and the Chicago Mercantile Exchange.

	Advances in computing and communications have introduced a new form of market institution, namely the computerized auction mechanism.  These markets consist of communication technologies for passing messages between traders.  The messages are governed by a programmed set of rules dictating their allowable form and how they are processed into transactions.  The first set of rules is manifested in the type of information displayed to market participants and in the types of bids, offers, and personal identifiers allowed by the system design.  The second set is embodied in an automated trade execution algorithm, which determines transactions prices, execution priority assignments, and quantity allocations.  In short, automated markets are basically mathematical algorithms enabling trade matching, combined with information display and transmission mechanisms.

	Economic interest in these markets is motivated by three interrelated factors.  First, the form of the trading institution affects agent behavior, the properties of transactions prices, and welfare.  This list is a primary contribution of the theoretical and experimental work on auction mechanisms, and is a finding emphasized in the related literature on financial market microstructure.�  Second, the automated auction is transforming the landscape of financial markets.  The growth in automated trade execution systems on a worldwide basis has been nothing short of explosive.  While debates exist with respect to the plausibility of the eventual dominance of such market structure, their sheer number motivates research interest.�  Finally, the pricing and efficiency properties of automated markets as compared to floor trading have a strong influence on market regulation.  Automated markets, their design, and consequent impact on the price discovery process are a continuing concern for a variety of regulatory bodies worldwide.�

	The focus of this paper is on an empirical comparison between an automated continuous auction market and an open-outcry floor trading in precisely the same financial instruments.  Previous work on this topic has been largely devoted to analyzing the German Bund futures contract, traded via an automated market in Germany, with a similar instrument trading on the floor in London.�  These studies concern issues of integration of markets, movement in market share as costs of trading vary, and liquidity differences, for the most part expressed in terms of price volatility and bid-ask spreads.

	Our laboratory for analysis is the GLOBEX automated trading system for futures contracts and the Chicago Mercantile Exchange (CME) floor market.  GLOBEX operates during virtually the entire period over which the floor market is closed; it is an afternoon and overnight trading system. Its functional design is a paradigm adhered to by approximately 70 percent of automated markets currently in operation (Domowitz, 1993a).  Since the two markets occupy distinct positions in terms of the trading day, issues of market integration and market share are moot.  Further, because GLOBEX is primarily an overnight market,  liquidity is reasonably expected to be less than on the floor, if only due to a smaller community of traders.  Thus, while we will present some evidence on relative liquidity, and our estimation techniques incorporate corrections for liquidity differences, it is not our main focus.  Instead, we organize the comparison around four topics of general interest in the literature on trading market structure.  They are adverse selection, price clustering, equilibrium and behavioral influences, and volatility.



Adverse Selection

	In an electronic market, quotes are necessarily firm for the size submitted with each price.  Once a price-quantity pair is transmitted to the market, the computer will automatically make the trade in the presence of a contraside order that is eligible.  A trader must explicitly cancel an order to avoid this possibility.

	Any such quote furnishes the market with a so-called “free trading option,” a concept discussed by several authors.�  The option to lift the offer, for example,  has value if information arrives and motivates a participant to buy for a sure profit at the outstanding best offer on the book.  It is often argued that the same option does not exist on the floor, where a bid or offer is good “only as long as the breath is warm.”  A floor trader need only drop the arms to withdraw virtually instantaneously.  The anonymity of computerized trading also may preclude the possibility of early detection of informed trading, which might be more evident on the floor, where trader identity is revealed.

	The implication of such arguments is that asymmetric information effects are exacerbated on the automated market, relative to open-outcry trading.  In particular, the adverse selection component of the bid-ask spread should be larger in the automated market.  We present evidence on this point. The adverse selection component in currency futures trading on GLOBEX exceeds that on the floor by an average of 26 percent.  In contrast, the component is slightly lower in the automated market for the trading of the S&P index contract, relative to the floor.  We discuss these differences in light of the existence of the overnight interbank foreign exchange market.

�

Price Clustering

	Price clustering means that trades occur most often at prices rounded to specific fractions, as opposed to being evenly spread across all possible discrete prices.  In other words, clustering represents the use of discrete price sets that are coarser than that determined by the market tick size.

	Osborne (1962) and Niederhoffer (1966) argue that clustering is inconsistent with market efficiency.  Christie and Schultz (1994) identify the avoidance of certain price points in the NASDAQ market with collusion on the part of dealers.  Ball, Torous, and Tschoegl (1985) relate price clustering to the degree to which the true underlying value of the security is known.  As noted by Harris (1991), clustering is more than just an amusing regularity.

	We introduce Markov chain analysis as a vehicle to study potential clustering across the different market structures.  This method permits the calculation of the stationary probability distribution of the permissable price points at which transactions may be made.  An eigenvalue measure of price immobility is presented, which provides a scalar comparison of the degree to which clustering is pervasive in the two markets.  The analysis is extended to consideration of time variation in the transition probabilities of the price process, encompassing the interactive Markov chain concept introduced by Conlisk (1976).  We use this more general model to examine the impact of the current state of the system and trading intensity on future price point transitions. 

	We find that clustering is virtually absent on the floor, but evident on GLOBEX for even, or rounded, price points.  To the extent that clustering is an inverse measure of efficiency, the floor market is superior. Clustering does diminish on GLOBEX as trading intensity increases, however, supporting the price resolution hypothesis of Ball, Torous, and Tschoegl (1985).



Equilibrium and Behavioral Influences

	Previous work on automated-floor comparisons has relied largely on autoregressive models of price returns.  Interpretations regarding efficiency and the speed with which information is absorbed into prices are based on the statistical significance of lag coefficients.  These time-series models may be supplemented with some structure governing time variation in the volatility of innovations to returns, or with statistical models relating volatility to volume or market share across systems.�

	The form of such autoregressive models disregards potentially important influences identified by theoretical work on trading market structure.  In addition to any concern with respect to omitted variables, consideration of market efficiency should take trader behavior into account, if only because different market structures can generate different forms of strategic actions, which in turn affect the properties of prices.�  It is of interest, therefore, to examine the differences in estimates of structural parameters across market systems.

	We do so by estimating the equilibrium market model of Madhavan and Smidt (1993).  The model incorporates the effects of asymmetric information, inventory control, and speculative demands based on information on order flow.  Our attraction to this particular model, beyond its completeness, is driven by its linear representation.  Linearity plays an important role in the estimation technique, which, in turn, takes into account the availability of the data.

	In particular,  most data sets used in cross-market comparisons do not have the information necessary to implement an equilibrium market microstructure model.  Our data are no exception.  The Madhavan/Smidt model is a linear relationship between price changes, changes in market maker inventories, and shocks to order imbalances.  The last two are unobserved dynamic components.

	The linearity of the relationship allows estimation, however.  We use the dynamic multiple-indicator-multiple-cause (DYMIMIC) formulation of Engle and Watson (1981).  The model is estimated by quasi-maximum likelihood, using the Kalman filter.  Behavioral differences across trading venues are examined through inspection of differences in behavioral parameters.  Market efficiency is tested by including a larger information set in the statistical model than predicted by the model in equilibrium.

	Our estimation results confirm the basic theoretical predictions and empirical findings of Madhavan and Smidt (1993) concerning the influence of inventories and shocks to order flow.  On the other hand, there appears to be no pattern across trading venues with respect to the impact of inventories or order flow shocks on price changes.  In other words, systematic differences in behavior, as represented by estimates of these impacts and interpreted within the context of the model, cannot be traced to mechanism design.  In addition, our test of market efficiency offers little to choose between systems on efficiency grounds.

	

Volatility

	Consideration of volatility across market structures is common to virtually all studies attempting to make cross-market comparisons.  Opinions and techniques vary, but the fascination with volatility is usually ascribed to its theoretical affinity with the arrival and processing of information.  We share this fascination, but our focus here is a bit different than in previous work.

	Simple estimates of the variance of price changes indicate that volatility on the floor is only a fraction of that observed on the automated system.  We interpret this finding in terms of a stylized model that decomposes the variance of price changes into information, liquidity, and volume components.  It is suggested that the volatility differences are, indeed, related to liquidity, which in turn is driven by the differences in the number of traders in each of the markets and in the variability in beliefs concerning asset values.

	We then examine the serial correlation properties of volatility.  In addition to any inference with respect to information transmission, we are interested in investigating the empirical validity of results obtained in Bollerslev and Domowitz (1991, 1993).  Their model is one in which new quotes depend on previous best quotes in the market, consistent with Grossman and Stiglitz (1976) and Glosten (1989), for example.

	The model suggests that serial correlation in volatility is an artifact of the existence of a limit order book in the automated system.  Floor trading at high observation frequencies should exhibit little or no such correlation.  We investigate this finding by estimating a stochastic volatility model of the variance of innovations to the equilibrium relationship discussed above.  Persistence in the dynamics of volatility is found to be much higher on GLOBEX.  Measured by the estimates of the serial correlation coefficient in the stochastic volatility model, persistence on the floor is only about 20 percent of that observed in GLOBEX trading, on average.  Further, the variation of innovations to floor volatility is so small as to suggest that such volatility is nearly constant.



	The remainder of the paper begins in section II with a brief discussion of the automated market and associated floor trading.  Some details with respect to our data set also are presented therein.  Sections III through VI follow the four general topic headings described above.  Some concluding remarks close the paper.

II.  Automated Trade Execution and Open-Outcry Auctions 

	The trading market mechanisms compared in this study are the traditional open-outcry auction system of futures trading and the automated market mechanism embodied in the GLOBEX system.  Our purpose in this section is to provide a brief overview of the two markets and describe the data used in the work to follow.

	Stoll (1992) characterizes a financial market as a communications system consisting of three components: an information system, an order-routing system, and a trade execution mechanism.  Extensive comparisons of floor trading and automated trade execution systems already exist along these dimensions, with varying emphasis on market mechanics, information effects, role of intermediaries, and cost of trading.�

	An automated market might be described as a computerized blueprint for Stoll’s general description.  The programming embodies specific rules concerning the form of allowable messages that traders can send and receive, as well as the nature of information displayed to system participants.  With respect to execution, a separate rule set governs the process by which these messages are translated into transactions prices and quantity allocations.  The heart of the transactions algorithm is a list of execution priorities assigned to each incoming order routed to the system.

	Allowable messages in the GLOBEX system are bids and offers in terms of price-quantity pairs (limit orders), and instructions to hit an existing bid or lift an existing offer.  The system displays a variety of information, most notably including separate displays of transactions, best bids and offers, and the five best bids and offers with aggregate quantity on both sides resting on an electronic limit order book.�  There are no personal identifiers attached to messages in the display.  GLOBEX is an anonymous trading system.

	A complete list of GLOBEX rules is provided in Domowitz (1990), but the general setup is easily summarized.  GLOBEX is a strict price and time priority system, with some allowance for undisplayed order flow to be transacted at a lower secondary priority.  New orders are filled at the best available price at the time or order entry.  In case of ties at price, orders are filled on a first-in, first-out basis.  Although market orders are not allowed, a trader may elect to simply transact at the best bid or offer in the system, without submitting a contraside limit order.  The maximum possible quantity will be traded by completely filling an order on the buy or sell side, subject to liquidity available in the system.  Unfilled quantities remain on the order book until cancelled.  Cancellation may occur at any time, but requires an explicit set of instructions to the computer system.

	In contrast, trading on the CME occurs on a central trading floor.  Orders may be routed electronically to the floor, but trading is carried out on a person-to-person basis via traditional rules of open-outcry trading.  There is no centralized order book.  Traders maintain personal order books in many cases, but reserve such proprietary information.  Recorded data on quotations is sporadic at best.  Once a trader calls out a bid (offer), any subsequent bid (offer) must be higher (lower) than the standing order in the market.  Any bid or offer is good “only while the breath is warm,” signifying that a trader can withdraw instantaneously.  A contract is traded when an outstanding bid or offer is accepted by another trader.  If more than one trader attempts to accept the bid, say, there are rules of thumb on trading floors that determine how such orders are split.  Although time priority is in force, in principle, strong physical presence on the floor can be a dominating factor in determining whose order is filled first.  

	Without debating relative superiority, there are three interrelated major differences between the two trading structures.  The electronic system accepts and processes orders which do not represent improvement of the existing best market quotes, through the mechanism of the order book.  The importance of this distinction is emphasized in the theoretical work of Glosten (1994).  Second, transparency is greater in the automated market, in the sense that information about current prices, quotes, and market depth are immediately and clearly available, in large part through the display of the order book.  In contrast, floor traders know only the current best quotes.  The impact of this difference on prices and market efficiency is equivocal, a point made rigorous by Madhavan (1995).  Finally, GLOBEX trading is anonymous, while floor traders see their potential trading partners.  Counterparty visibility may provide information unavailable to computerized system users and could result in relationships that reduce adverse selection costs.  This point is the focus of  Beneviste, Marcus and Wilhelm (1992), in the context of specialist markets.

	Our comparisons of these two market structures are based on trading data for the September futures contracts on the S&P 500 index, the Deutschemark (DM), the Yen, and the Swiss Franc (SF) over the period 7/1/94 through 9/1/94.�  Trading hours vary for the currencies relative to the stock index.  On Central Standard Time, the trading week opens with GLOBEX trading on Sunday at 6:30 p.m., and closes on the floor on Friday.  If Monday is a holiday and Tuesday is not, trading starts on Monday at 6:30 p.m.  The floor stops trading in the S&P contract at 3:15 p.m., and GLOBEX opens at 3:45, with continuous trading up to a half hour before the floor again opens at 8:30 a.m.  Currency floor trading ends at 2:00 p.m., with a GLOBEX opening at 2:30.  It stays open until 6:45 a.m., and floor trading again resumes at 7:20.

	The data on GLOBEX trading include all best bids and offers, as well as transactions prices, on a continuous basis, while only continuous transactions data are available for trading on the CME floor.�  A brief summary of the data is contained in table I.

	The actual number of observations varies, depending on trading system and contract type, ranging between roughly 3000 to 8000 transactions on GLOBEX and between about 72,000 to 95,000 transactions on the floor.  Some of our analysis will necessarily be restricted to more time-aggregated information, yielding roughly 1200 observations on floor trading as opposed to 2700 observations on GLOBEX activity, on a 15-minute basis.

	Median prices and percentage returns are basically the same across trading venues, with the latter being zero to several decimal places.  While the standard deviation of price also is roughly identical for GLOBEX and the floor, the volatility of returns is lower on the floor by a sizable margin.  Although volume information is not available, the number of transactions is far higher on the floor.  This is not unexpected for a night market, of course.  The combination of apparently higher trading volume and lower returns volatility clearly suggests a lower level of liquidity provision on the electronic market, a point to which we shall return in section VI. 

	This impression of lower liquidity is reinforced by examining the ratio of the standard deviation of price to the number of trades.  Such a measure is suggested by a characterization of liquidity as the market’s ability to absorb quantity without an appreciable effect on price.  For all contracts, this statistic is an order of magnitude smaller on the floor relative to GLOBEX.  For the S&P 500 contract, for example, the ratio is 0.004 for the floor, and 0.045 for the automated system.

	We expect such liquidity differences in the night market.  Price and returns volatility are low enough to suggest, however, that GLOBEX has the critical mass necessary for effective trading.  This impression will be reinforced through some of our empirical analysis,  which also will include corrections for time-of-day and liquidity effects.  There also is a high level of activity in terms of quote arrivals for all contracts.  We now turn our attention to the empirical evidence on informational, pricing, and efficiency issues across markets.

III.  Adverse Selection

	Relative informational efficiency across computerized and floor trading venues has been a topic of debate beginning with the work of Melamed (1977).  The anonymity of the computerized system can be an attraction for informed traders, for example, but this feature is counterbalanced by the openness of the limit order book.  The open nature of the order book and the firmness of price/quantity quotes relative to the opacity and flexibility of the floor might be considered the crux of the issue.�

	Biais, Hillion and Spatt (1991) present evidence suggesting that the computerized system and open order book of the Paris Bourse minimize execution risk and allow traders to quickly seize favorable trading opportunities.  This encourages order submission, in part by reducing adverse selection costs.  The role of the book in encouraging liquidity in an adverse selection environment also is emphasized by Glosten (1994) on a theoretical basis.

	The openness of the book and the time required to cancel orders, compared with the relative opacity of price information and flexibility with respect to order withdrawal on the floor, has practical drawbacks.  Harris (1990) and Stoll (1992) note that traders on an automated system may be more reluctant to submit limit orders in the face of potential adverse selection.  For uninformed traders, the problem is one of the “free option” that a firm quote presents to the market, permitting trades at a sure profit that disadvantage the liquidity provider.  For informed traders, the issue is revelation of information that might be obtained from the submission of large orders to the book.

	The implication of the latter arguments is that asymmetric information effects may be exacerbated on the automated market, relative to open-outcry trading.  In particular, the adverse selection component of the bid-ask spread should be larger in the computerized system.  This component of the spread is emphasized in the theoretical work of Copeland and Galai (1983), Glosten and Milgrom (1985), and Easley and O’Hara (1987).  Methodological issues have generated a literature of their own.�

	We adopt a rather eclectic approach to the estimation of adverse selection components, driven in part by data availability on both markets.�  We begin with the basic framework proposed by George, Kaul and Nimalendran (1991).

	Let Rt denote the difference in transactions prices from time t to time t-1 and denote the unobservable expected return for the period between transactions at these points in time by Et.  Define Qt to be an indicator taking on a value of +1 if the transaction is at the offer and -1 if the time t transaction is at the bid.  The basic model can be expressed in terms of the following three equations:

	� EMBED Equation.2  ���,	(1)

� EMBED Equation.2  ���,     and

	� EMBED Equation.2  ���,	(2)

where s denotes the bid-ask spread, ( is the adverse selection component of the spread, and the (t and (t are assumed to be mean zero white-noise disturbances.  In the derivation of equation (2), it is further assumed that Qt is serially independent. 

	The emphasis of George, Kaul and Nimalendran (1991) is on the contribution of positive serial correlation of expected returns to spread component estimation.  Huang and Stoll (1994) argue that on the level of transactions data, changes in expectations should be unimportant.  We test this hypothesis using a moment condition derivable from the basic equations above, namely�

	� EMBED Equation.2  ���.	(3)

The serial correlation coefficient is estimated by generalized method of moments (GMM), with the usual heteroskedasticity corrections to standard errors.  We fail to reject the null hypothesis of zero serial correlation in six of the eight cases at any reasonable level of statistical significance, and the point estimates in the remaining two are quite small.�  We therefore follow the suggestion of Huang and Stoll (1994), and consider estimation of the adverse selection component setting cov (Et Et-1) equal to zero.�  Our main results are obtained by estimating an augmented version of equation (1),

	� EMBED Equation.2  ��� 

in which F is a measure of market intensity, calculated as one plus the number of transactions per five minute period; � EMBED Equation.2  ��� and � EMBED Equation.2  ��� denote one plus the time (in minutes) to the open and close, respectively; and � EMBED Equation.2  ��� and � EMBED Equation.2  ��� are dummy variables, which take on the value of one during the hour just after the open and prior to the close, respectively. This formulation also avoids any bias due to possible failure of the independence assumptions that underly equation (3).  The time series on Q is directly observable on GLOBEX; it is derived for the floor using the Lee and Ready (1991) algorithm.�

	The additional variables are intended to index potential differences with respect to liquidity considerations, as well as simply to account for opening and closing activity.  Trading frequency on the floor is relatively constant over the course of the day.  On the other hand, GLOBEX trading  activity exhibits the typical U-shape, to the extent that trading frequencies for the S&P contract, for example, are comparable in magnitude to those observed on the floor in the hour just after the GLOBEX open.  The variable, F, provides a direct correction for differences in trading frequencies over the day.  The term, max (To, Tc), serves much the same function, but indexes activity by time-of-day.  Finally, the open and close dummies adjust for any differences in opening and closing activity across the two systems.  In practice,  the time-of-day effects appear to capture the bulk of any liquidity-related statistical variation in the data, but we continue to include the frequency measure for completeness. 

	Results are reported in table II in the form of estimated bid/ask spreads and adverse selection components.  Estimates and robust GMM standard errors are reported for overall activity, the open and the close, and for trading activity an hour after the open to an hour before the close.  The tick size for the S&P contract is 0.05, while a tick for the currencies is 0.0001, scaled by 100 to be 0.01 in the table and discussion below.

	Estimates of the bid/ask spreads generally accord with both intuition and previous work, and are largely characterized by their consistency across contract types and time of day.  In fact, there is virtually no variation in average spreads by time of day, as indexed by the open, close, and activity in between the two.  The coefficient on trading activity in the underlying returns model contributes little of economic substance to the analysis, and is statistically negligible for all series.  The magnitude of floor spreads is about two ticks for all contracts, which represent slightly larger figures than reported, for example, in Laux and Senchack (1992).  For the S&P contract, the spread is the same for the floor and GLOBEX.  On the other hand, GLOBEX spreads widen relative to the floor for the traded currencies, ranging from three to five ticks, with the lowest in the most heavily traded contract, the DM, and the highest for the lowest volume contract, the SF.

	Estimates of our main focus of interest, the adverse selection proportion, appear in panel B of the table.  The time-of-day effect is now substantial in most cases, with the adverse selection component generally lower at the open and the close, relative to other trading activity.  Nevertheless, adverse selection problems appear exacerbated on the computerized system, relative to the floor, for all currencies and almost all time periods; the only exception is that exhibited by the DM contract at the open, but the difference there is small and statistically insignificant.  Based on activity over the entire trading day, GLOBEX adverse selection components exceed their floor counterparts by 23 to 32 percent, with an average of 26 percent.

	The same cannot be said for trading in the S&P contract.  With the exception of approximate equality at the open, the adverse selection component on GLOBEX is less than that observed for the floor.  The floor component is about 17 percent higher, on average, a difference rising to 22 percent, if the open and close are excluded from the calculations.  Since S&P spreads are equal across the two trading mechanisms, the results also imply that adverse selection, in absolute as opposed to proportional terms, is lower on the automated system.

	On balance, the results appear supportive of the findings in the Kofman and Moser (1995)  study of the Bund market.  They claim that the adverse selection component is larger on the automated DTB system, relative to trading on LIFFE by open outcry.  Their evidence is indirect, however, because they do not estimate the spread components directly.  Rather, they find that serial correlation in expected returns is higher in the automated system, and infer that informational asymmetry is, therefore, greater in the computerized market.  Our previous testing results, which imply no such correlation for either trading venue, cannot support such inference.  Direct estimates of the component for the currency contracts are consistent with their interpretation, however.  

	Our findings are further differentiated by our focus on multiple contracts and the differences between findings for the S&P contract and the currencies.  The institutional wedge between the two classes of contracts is the existence of the overnight interbank currency market.  After-hours futures traders in currencies have the choice of trading the contracts directly on GLOBEX or dealing in the interbank market through the “exchange for physical” mechanism.  This certainly robs some liquidity from the automated market, accounting, at least in part, for the wider spreads on GLOBEX.  No similar mechanism exists for trading in the stock index futures, and we observe equality of spreads across the open outcry and automated mechanisms in that case.  Trading in the interbank market also takes place at very high speeds, exacerbating the potential of adverse selection for GLOBEX traders.  The same potential does not exist for trading in the S&P index contract after floor trading hours in Chicago and New York.  Our results are consistent with this observation, in the sense that estimated adverse selection components for the S&P contract are slightly lower on the automated system, supporting the findings of Biais, Hillion, and Spatt (1991). 

IV.  Price Clustering 

	Price clustering represents the use of discrete price sets that are coarser than that determined by the market tick size.  It is a market regularity studied empirically by Harris (1991) for stocks and by Goodhart and Curcio (1991) for trading in the interbank foreign exchange market, for example.  Economic interest in this phenomenon is motivated by its inconsistency with market efficiency (Osborne, 1962; Niederhoffer,1966), by its potential signaling of collusion between traders (Christie and Schultz, 1994), and by its link to the degree with which the underlying value of the security is actually known (Ball, Torous, and Tschoegl, 1985).  

	The purpose of this section is to examine the degree of price clustering across alternative trading mechanisms.  To the extent that a trading mechanism should encourage value discovery through its design, the first and third interpretations above are relevant.  We adopt the suggestion of Harris (1991), that an approach to the problem should be based on a Markov chain formulation that characterizes time dependence in clustering frequencies.�  Use of this particular framework generates benefits beyond accounting for serial correlation in frequencies, including a scalar measure of the degree of clustering, which will be elaborated upon below.  We first write the model for the general case of time-varying transition probabilities, and then specialize the model as necessary in the analysis to follow.�

	Let (jt be the frequency with which a price will be in discrete category j at time t.  The vector of these frequencies is simply � EMBED Equation.2  ���, where s indexes the total number of categories.  The probability of a transaction price changing from category i at time t-1 to category j at time t is given by Pij(t), with matrix representation P(t).  Frequencies and population probabilities obey the summing up constraints,

� EMBED Equation.2  ���     and      � EMBED Equation.2  ���,

for all t.  The first-order Markov chain model used here can then be written as

	� EMBED Equation.2  ���	(4)

where the vector error is distributed with mean zero and a variance-covariance matrix of known form.

	Our definition of categories necessarily varies between the S&P contract and the currency futures.  Prices in the S&P are written to two decimal places, e.g., 470.05.  We create five natural categories for the investigation of clustering, namely xxx.05 ( xxx.A5, xxx.10 ( xxx.B0, xxx.25 ( xxx.C5, xxx.50, and xxx.00, where A = { 0, 1, 3, 4, 5, 6, 8, 9 }, B = { 1,..., 4, 6,..., 9 },  and                C = { 2, 7}.  Round or even price points are xxx.50 and xxx.00.  Currencies are traded to four decimal places, e.g., 0.7651.  For these contracts, the categories are defined to be x.xxx1 ( x.xxxB, x.xxx5, and x.xxx0.  Here, round price points are x.xxx5 and x.xxx0.

	We first specialize the model to the case P(t)=P, i.e., the standard time-invariant Markov chain.  Maximum likelihood estimates of the elements of P are obtained through sample averages of numbers of transitions between categories (e.g., Bartholomew,1975).  Although we will discuss qualitative differences in the transitions across systems, space considerations preclude the reporting of all matrices.  We first checked the characteristics of the estimated matrices to verify the ergodic nature of the chain, and then computed the stationary probabilities for all categories, � EMBED Equation.2  ���, j=1,...s, via the relation�

� EMBED Equation.2  ���,

where es+1 denotes the (s+1)th column of the identity matrix of order s+1, Is+1.  Denoting 1s as a (sx1) vector of ones,

� EMBED Equation.2  ���.

	These stationary probabilities are reported in table III.  In the interpretation of the reported results, it is important to note that for the S&P model, there are 8 possible values in the xxx.05 and xxx.10 categories, 2 possible values in the xxx.25 categories, and one each for the remainder.  Similarly, there is one possible value in the currency x.xxx5 and x.xxx0 categories, and 8 values in the residual category.  For example, the S&P stationary probability value reported in panel A for the xxx.05 category is 0.037.  The probability of the price being in any one of the eight possible subcategories is 8(0.037) = 0.296.

	Absence of price clustering implies that the stationary probability distribution should be uniform, appropriately modified by the scaling noted above.  A standard chi-square goodness-of-fit test rejects this hypothesis roundly for all contracts and both markets.  On the other hand, the large number of observations involved will result in a formal statistical rejection for the most minor of deviations from the null.

	Direct inspection of the table entries provides a more sensible perspective.  Given our scaling, the S&P frequencies each should be compared with the value 0.05, with the comparable figure for currencies being 0.10.  For all contracts, the estimates of the stationary floor probabilities are all virtually at their theoretical values under the null of no price clustering.  For the S&P, values such as 0.048 are common, for example.  Similarly, in the currency analysis, values on the order of 0.099, 0.101, and 0.106 dominate the results.  In contrast, GLOBEX trading exhibits clustering at the even price points. 

	Lack of clustering on the floor and more pronounced clustering on GLOBEX also are evident from inspection of the estimated transition matrices.  The following example is typical and suffices for illustration.  Consider a movement away from the round figure of xxx.50 for the S&P and x.xxx5 for the currencies at time t-1 to a neighboring price at the minimum tick size (xxx.05 and x.xxx1, respectively).  For the S&P, the associated probability is 0.26 on GLOBEX, versus 0.86 on the floor.  For all currencies, the probability of this transition is about 0.6 on GLOBEX, compared with 0.98 on the floor.  There is clearly some attraction to even price points on GLOBEX, relative to the floor.

	Evidence on relative clustering based on the transition matrix can be summarized by a scalar measure of immobility proposed by Sommers and Conlisk (1979).  This statistic is the second largest eigenvalue of the transition matrix, � EMBED Equation.2  ���.  The motivation is due to Brauer (1952).  The standard example of a transition matrix displaying perfect mobility is a matrix in which all columns are the same, and the common column is� EMBED Equation.2  ���.  The deviation of a given transition matrix P from the ideal is simply � EMBED Equation.2  ���.  Brauer proves that � EMBED Equation.2  ���, where the subscript 1 denotes the largest eigenvalue of the expression in the brackets.  A smaller (2(P), therefore, indicate less clustering activity.�  For all contracts, this measure is approximately 0.8 for the floor and over 0.95 for GLOBEX, reinforcing the conclusion that price clustering is more prevalent on the automated system.

	We now turn to a question originally posed by Harris (1991), namely whether market factors influence the degree of clustering.  This issue is most interesting in considering the price resolution hypothesis of Ball, Torous, and Tschoegl (1985), in which greater trading activity implies a reduction in price clustering.  We lack the rich cross-sectional variation available to Harris (1991) in his study of NYSE stocks, and instead exploit a generalization of the interactive Markov chain concept pioneered by Conlisk (1976).  The model is that of equation (4), supplemented by 

	� EMBED Equation.2  ���,	(5)

where F is a measure of market intensity (one plus the number of transactions per fifteen minute period) and Di=j is a dummy variable equal to 1 if i=j and 0 otherwise. Harris (1991) motivates the use of market intensity by noting that value discovery should be enhanced as the number of transactions per unit time increases.  The function g is a linear parameterization of time-of-day effects, including dummy variables for the hour after the open and before the close, as well as the minimum of the time until the open and close, modeled in the same fashion as in the last section.

	The inclusion of lagged state probabilities in the transition structure is the defining feature of the interactive Markov chain model.  This specification allows interaction between traders, as evidenced through their transactions, whereas the standard chain model assumes such interactions away (see Conlisk, 1976).  In our case, the lagged state probabilities also constitute a statistic for market behavior up to and including that at time t-1.  The dependence of Pij on state i is motivated largely by the fact that Pij can be considered to be a measure of the attractive power of the ith state.  The crucial element of ( to Pij(() might intuitively be (i.  A second pragmatic reason concerns the degree of parameterization of the model, which can grow to over a hundred parameters without such restrictions.  Given our constraints across rows of P, the dummy variables allow for different effects on transactions that remain at the same set of price points, as opposed to shifts to other price points available in the market.

	Even with such restrictions, the parameterization is still extremely rich, and we adopt an additional modeling strategy to make estimation and inference tractable.  The constant terms, � EMBED Equation.2  ���, are fixed at values such that conditional on all other parameters being zero, a uniform distribution is obtained over rows of the transition matrix.  This permits an intuitively reasonable interpretation of the estimates of the time-varying components.  Parameter estimates now measure movements away from uniformity, as should be the case were clustering not an influence on price transitions.

	Estimation of the model is based on the natural orthogonality conditions implied by equations (4) and (5).  We implement the adding-up constraint through an additional set of moment restrictions,

� EMBED Equation.2  ���,

for j=1,...,s, which work extremely well in practice.�  The need to include frequencies in the transition matrix mandates a certain amount of time aggregation, and we estimate the model on data at 15 minute intervals.

	The parameters generally are estimated precisely, in the sense of small standard errors.  Space considerations preclude the reporting of all parameter estimates, which by themselves have little intuitive content in any case.  We report the more interpretable derivatives of P, with respect to ( and F.  We further limit this reporting to the diagonal elements of the transition matrix in table IV, which contains estimates of � EMBED Equation.2  ��� and � EMBED Equation.2  ���, for i=j, evaluated at the means of the data for all contracts and both market venues.  We disaggregate the results by time of day, with figures given for the hour after the open, the hour before the close, and trading activity in between these two periods.

	Consider, for example, the derivatives of the diagonal elements with respect to � EMBED Equation.2  ��� for the currency contracts.  For all of the available price points, on both GLOBEX and the floor, and over all time periods, an increase in previous trading activity at any given point, relative to the others, results in a higher probability of seeing additional transactions at that point fifteen minutes later.  The relative magnitudes of the derivatives suggest, however, that this effect is strongest for the even prices in both trading venues.   The same qualitative behavior is observed in floor trading of the S&P contract.  On GLOBEX, however, there is some evidence of clustering, in that negative derivatives for odd price points are observed, suggesting an avoidance of odd prices.  An increase in activity there tends to drive future trades to the more even numbers.  In all cases, there is relatively little variation in the results by time of day.

	We have included past state probabilities largely to control for the effects of previous trading activity, however.  Our focus is on the impact of market intensity.  We would like to know if there are differences in the value revelation process across market designs, as deduced from clustering activity.

	The derivatives of price transitions with respect to market intensity also are reported in table IV, for the open, close, and activity in between.  For the round fractions, derivatives with respect to intensity are negative for GLOBEX across all contracts and time periods, with the exception of the SF contract.  In other words, increases in activity tend to move trading away from round numbers to other price points, consistent with the price resolution hypothesis.  The derivatives for the SF contract, although positive, are very small in magnitude.  The evidence is a bit more equivocal with respect to activity on the floor.  The price resolution hypothesis is clearly supported in the trading of the S&P and DM contracts, and receives some partial verification in the case of the SF contract.  On the other hand, the positive derivatives, suggesting a tendency to remain at even points, are close to zero.  On balance, we conclude that the resolution hypothesis holds for both trading mechanisms.  Although there now is clear variation across time of day in terms of the magnitudes of the effect of increasing market intensity, the qualitative conclusions are the same.

	Overall, the results of our Markov chain analysis of clustering might be summarized in the following terms.  Price clustering appears to be virtually absent on the floor, based on stationary price category probabilities, inspection of the transition matrices, and a scalar measure of clustering based on eigenvalues of such matrices.  In contrast,  clustering at “round” fractions is clearly evident on GLOBEX based on the same measures.  To the extent that clustering is an inverse measure of efficiency, the floor market is found to be superior.  On the other hand, the price resolution hypothesis is strongly supported on the GLOBEX system, based on the analysis of market intensity effects on price transitions, suggesting good value discovery.  Although the price resolution hypothesis appears to hold generally on the floor, the evidence seems a bit less compelling in that case.  We offer one caveat to the latter conclusion, however.  Given that transaction activity is higher on the floor, relative to GLOBEX, one might reasonably expect that small changes in floor activity would have correspondingly smaller effects on price transitions than on GLOBEX.  Although unreported in the tables, we have evaluated the GLOBEX derivatives at transaction levels corresponding to those observed on the floor. In accordance with this intuition regarding relative magnitudes, although clustering diminishes on GLOBEX as trading increases, the effects are small relative to the floor for similar base-level market activity.

	V.  Equilibrium and Behavioral Influences

	Previous automated-floor comparisons with respect to market efficiency and the speed with which information is absorbed into prices have relied on interpretations of lag coefficients in autoregressive models of price changes.  Consideration of market efficiency might usefully take trader behavior into account, however.  Diverse market structures can generate different forms of strategic actions, which in turn affect the properties of prices.  It also is of interest to examine differences in behavior empirically, in the context of computerized versus open-outcry trading.

	We attempt to accomplish both objectives here by estimating the equilibrium market model of Madhavan and Smidt (1993).  There is a variety of possible models available in the literature, and our choice of this particular one is not arbitrary.  The model is quite general, in that it incorporates the effects of market making, asymmetric information, inventory control, and speculative demands based on information on order flow.�  It is a model of an efficient market, which yields predictions as to what information should be relevant to price innovations in equilibrium.  Finally, it has a linear representation.

	Most data sets, including our own, do not have all of the regressors necessary to compare equilibria across multiple market structures.  For example, the model under consideration relates price changes to changes in trader inventories and shocks to order imbalances.  The last two are unobserved dynamic components.

	The linearity of the equilibrium relationship permits estimation, however, using the DYMIMIC framework of Engle and Watson (1981).  We can estimate the model by quasi-maximum likelihood, using the Kalman filter.�

	In state-space form, the measurement equation is the equilibrium relationship�

	� EMBED Equation.2  ���,	(6)	

in which Rt denotes the change in price, (It is the change in inventories, and (t is an innovation to order imbalances.  Market efficiency implies that the coefficient on lagged price changes is zero.  The inventory effect, (2, should be negative, while (3 is positive, being a positive function of a weight indexing the signal content of order flow; see Madhavan and Smidt (1993) for details.  We write the state equations describing the evolution of the unobservables as simple first-order autoregressions,

� EMBED Equation.2  ���    

 � EMBED Equation.2  ���

where the error terms are white noise.�  Letting � EMBED Equation.2  ���, the likelihood function is based on the assumption that this vector is distributed as multivariate normal with mean zero and variance-covariance matrix (, and that (t is likewise distributed with variance (. 

	The following notation is required to write the filtering equations and likelihood function.  Let (t denote the information set consisting of current and past values of Rt, and define

� EMBED Equation.2  ���,	� EMBED Equation.2  ���, and � EMBED Equation.2  ���.

We write � EMBED Equation.2  ���, var� EMBED Equation.2  ���, and var� EMBED Equation.2  ���.  The filtering equations are then
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� EMBED Equation.2  ���

� EMBED Equation.2  ���

and the likelihood function is

	� EMBED Equation.2  ���.	(7)

Our estimates are obtained by maximizing (7), using data at fifteen minute intervals.  Although the attendant normality assumption may not hold exactly in the data, quasi-maximum likelihood estimates of the parameters are generally consistent and asymptotically normally distributed, provided that the conditional mean is correctly specified, a maintained assumption given the equilibrium model formulation.  We employ a robust variance-covariance matrix appropriate to such quasi-maximum likelihood problems to obtain standard errors.�

	Our results are reported in table V.  We first note that the inventory effects are negative and those relating to shocks to order flow are positive, all measured with small standard errors.  These results echo those of Madhavan and Smidt (1993) for individual stocks.  The negative coefficient on inventory changes also is consistent with the theory of Amihud and Mendelson (1982).  These observations help validate our interpretation of the estimated unobserved components in the context of the model.�

	The dynamics of changes in inventories and shocks to order flow also are quite sensible.  The latter displays a pronounced lack of persistence across all contracts and trading systems, for example.  In fact, the estimated serial correlation coefficent is so small for all contracts save the S&P as to suggest that this innovation is simply white noise, consistent with its economic interpretation.  Changes in inventories also look like white noise for trading on GLOBEX, but demonstrate substantially more persistence on the floor.  This suggests that GLOBEX trading may be dominated by inventory rebalancing after the close of the regular trading day, relative to floor trading.

	We note one caveat before we can usefully compare estimates relating to trading behavior across contracts and trading systems.  Although all parameters in the model are identified in the usual sense, the impact of the change in inventories and shocks to order flow on price changes is identified only up to scale.�  Some simple algebra shows that such impacts are identified through the simple strategy of multiplying the relevant coefficients by the standard deviations of the errors in the state equations.  Thus, (2((1 is the total effect of the change in inventories on price changes and (3((2 is the corresponding effect of shocks to order imbalances, comparable across trading systems and contract types.  There is no systematic pattern across trading venues with respect to (2((1 and (3((2.  The former effect is largely a function of the slope of traders’ demand functions (comparing price to underlying value) in Madhavan and Smidt (1993).  For a given such slope, the coefficient on the difference between realized and predicted order flow is larger as order flow becomes more informative.  On GLOBEX, order flow appears more informative, relative to the floor, for the S&P and DM contracts; the reverse is true for the remaining currencies, although the differences are much smaller in those cases.  On balance, we cannot see much in the way of substantive behavioral differences across trading venues.

	Market efficiency dictates that the coefficient on lagged price changes is zero.  Trading on GLOBEX comes closer to this ideal than open-outcry, with two estimates insignificantly different from zero at reasonable levels of statistical significance, and with point estimates of the coefficients economically very close to zero for all currencies.�  We do not want to interpret such results in excess of reasonableness, however.  Coefficients for all contracts and systems are fairly small and negative, regardless of statistical significance.  It is generally conceded that making “abnormal” profits on the basis of such negative autocorrelation, which may simply represent some residual bid-ask bounce effect, is not viable.  In that light, we believe that both trading venues offer a relatively efficient market, and that there is little to choose between them on efficiency grounds.

	We investigate these conclusions further by considering alternative specifications for the inventory and order imbalance shock processes. Our previous assumption with respect to the inventory process is that of a second order autoregression with a unit root.  The unit root assumption appears to be  better supported by evidence on equities trading than in the context of futures trading, however.�  We replace the unit root assumption with a stable first-order autoregression for inventories.  Changes in inventories then follow an ARMA (1,1) model.  We further allow changes in inventories to be affected by the order imbalance shock, generalizing the model somewhat.  Based on the previous results, and in accordance with the Madhavan and Smidt (1993) interpretation, the innovation to order imbalances is modeled as serially uncorrelated white noise.  Finally, we augment the measurement  equation with time and activity variables, using the same basic specifications as were used in earlier sections of the paper.  The new system of equations can be written as

� EMBED Equation.2  ���
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� EMBED Equation.2  ���

in which the notation for the time and activity variables is the same as in the previous sections.  Estimation is carried out according to the likelihood in equation (7), once the obvious changes to � EMBED Equation.2  ��� are made.

	The new results are reported in table VI.  Inventory and order innovation effects on returns are negative and positive, respectively, for both markets and all contracts, echoing the results from the previous model.  The coefficient on lagged inventory changes now is positive throughout, in accordance with the theoretical predictions of Amihud and Mendelson (1982), providing some further validation of the state-space formulation of the model.  While the activity and time-of-day variables certainly correct the estimates for liquidity and intra-day seasonality, they do not otherwise contribute substantively.  Returns tend to be higher during the hour after the opening and before the close, and this is consistent with the parameter estimates relating to the proximity of trading to the open and close over longer time periods.  Finally, our conclusions with respect to efficiency remain essentially unchanged.  Coefficient estimates for lagged returns are small in absolute value and lack statistical significance in several cases.  We continue to find little to choose between the two trading venues in terms of efficiency.

	This finding is in apparent contradiction to that of the last section, in which GLOBEX is said to be less efficient, based on a particular interpretation of price clustering.  Market efficiency is not a uniquely defined concept, however, and may mean different things in different contexts.  Otherwise stated, any operational definition of efficiency is model-specific.

	In the context of the equilibrium model, market efficiency is characterized by the irrelevance of certain information, such as lagged returns, in the equilibrium relationship.  This observation forms the basis of our test, in the same spirit as investigations in the voluminous literature on efficiency in the foreign exchange market.� 

	Efficiency is defined differently in the context of a model of price clustering.  The sense in which clustering may be inconsistent with market efficiency is well summarized by Harris (1991).  If prices reveal information about underlying value, and if fractional portions of such value are uniformly distributed, then the fractional portions of prices should be uniformly distributed.  If they are indeed uniformly distributed, the market is said to be efficient.

	Thus, GLOBEX appears to be an efficient market by the implied metric of an equilibrium model of trading,  but suffers with respect to relative efficiency in the value-revelation process based on the existence of clustering.  The current state of research in the area of market microstructure does not yet offer a paradigm through which the two concepts are reconciled.  Although potentially desirable, such a resolution is beyond the scope of this paper.

	 VI.  Volatility

	The purpose of this section is to identify and interpret differences in volatility and its dynamics across the two trading mechanisms.  We begin with simple estimates of the standard deviation of price changes, reported as � EMBED Equation.2  ��� in table VII.

	Formal statistical testing of differences in this measure of volatility across trading systems is superfluous.  Volatility on the floor is generally a small fraction of that observed on GLOBEX.  To the extent that the volatility of price changes is an increasing function of the size of the bid-ask spread, these results are consistent with the discussion in section III.

	Most formal models of trading behavior link volatility to volume, however.  The implication of such analysis is that volatility increases with volume.  Volume is much greater on the floor for all contracts.  The resolution of the apparent puzzle is provided by a link to liquidity considerations.  The general form of the following relationship can be derived from various assumpions regarding maximizing behavior on the part of traders, and suffices for illustration:

� EMBED Equation.2  ���, 

where V2 is squared volume, E is the expectations operator, and � EMBED Equation.2  ���is the variance of information.�  The parameter ( is an inverse measure of liquidity.  In Coppejans and Domowitz (1996), for example, ( increases with greater degrees of risk aversion and/or higher variability in beliefs concerning asset values.  A deeper market measured in terms of the number of participants decreases this parameter.

	The variance of information can differ across trading systems, of course.  It is difficult to believe, however, that such disparity accounts for differences of as much as several hundred percent in price volatility observed in the currency futures, given the much larger trading activity observed on the floor.  The implication is that ( is much lower on the floor,  hence liquidity is higher.  As we have noted elsewhere in the paper, this is no surprise; GLOBEX is essentially an “off-hours” market for most periods of its operation, even given participation by French MATIF members during Paris trading hours.

	We now turn to an examination of volatility dynamics across trading systems.  In particular, we model the dynamics of the variance of � EMBED Equation.2  ���, the disturbance to the equilibrium formulation of equation (6), modified as discussed in the previous section to include time-of-day and frequency-of-trading effects.  In essence, we are using the model to filter out any dynamics in the conditional mean of price changes that might contaminate inference concerning the movement of price volatility.  This is similar to the formulations of Kofman and Moser (1995) and Fremault-Vila and Sandmann (1995), in which autoregressions in returns are used for the same purpose.

	The framework is that of Harvey, Ruiz and Shephard (1994) for stochastic volatility models.�  We omit the details of the derivations therein, and simply write the final model in state space form as

� EMBED Equation.2  ���
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where (t is the logarithm of the variance of (t.  The error term in the first (measurement) equation is known to have mean zero and variance � EMBED Equation.2  ��� under the normality assumption of the last section, and the errors in the measurement and state equations are uncorrelated by construction.  We follow the suggestion of Harvey, Ruiz and Shephard (1994), and estimate the model by quasi-maximum likelihood using the Kalman filter, with suitable adjustments to the standard errors.  With the obvious notational changes, and imposing the known variance of (t, the filtering equations and likelihood function are identical to those of the last section.

	Parameter estimates are reported in table VII.  Volatility dynamics are very different on GLOBEX, relative to floor trading.  There are two striking features of the results which deserve comment.

	First, the variance of the innovations to the log of volatility is extremely small on the floor, not just relative to GLOBEX, but also in absolute terms.  Interestingly, the same qualitative result is reported by Fremault-Vila and Sandmann (1995), in which the variance of the floor innovation is only about 13 percent of the value obtained from automated trading.  Although there is some “volatility clustering” evident from the fact that the volatility serial correlation coefficient is nonzero, the variance of price changes on the floor appears relatively constant.

	Second, there is much more persistence in volatility on GLOBEX relative to the floor.  The serial correlation coefficients for the latter range from 0.210 to 0.244 across contracts, averaging about 0.23.  The autoregressive parameter for the GLOBEX contracts is estimated in the range of 0.886 to 0.986, with an average value of 0.92.

	One possible interpretation of such differences, adopted in similar studies, is in terms of information.  The implication here is that volatility in the floor market adjusts more quickly to new information than that on the automated system. On the other hand, the magnitude of the innovations to volatility on the floor is small enough to suggest that either information flow is fairly constant, or that volatility simply changes little in response to new information.  The former strikes us as being implausible, especially since the results are so similar across contract types.

	An alternative interpretation is available through the results of Bollerslev and Domowitz (1991).  Based on the aggregate orders model of Cohen, Maier, Schwartz and Whitcomb (1978), they introduce the possibility that temporal dependence in the conditional volatility of bids and offers can be induced through serial correlation in the spread.  Conditional heteroskedasticity is then  transmitted to transactions prices through the market mechanism governing trade execution.  Using a model of automated execution based on GLOBEX priority rules, it is found that the conditional variance of returns is serially correlated.  The source of this time-dependence is traced to serial correlation in the quoted spreads, which in turn is due to the operation of the limit order book.  In contrast, a stylized model of floor trading, consisting of a standard continuous double auction, without an electronic order book, yields no time dependence in the process governing the second moments of returns.

	Our empirical results do not provide quite such a stark contrast.  They are consistent with this explanation, in the sense that serial persistence in second moments is much lower on the floor than on GLOBEX.  Unfortunately, we do not have floor spread data to investigate the underlying hypothesized causal factor, namely the degree of serial correlation in the bid-ask spread itself.  Quoted spreads on GLOBEX are highly serially correlated, however. Serial correlation coefficients range from 0.75 for the SF future to a low of 0.41 for the DM, averaging 0.54 over the four contracts, and are estimated with very small standard errors.

	It is also plausible that although a consolidated book is lacking, there is an “implicit” book on the floor.  That is, traders remember at least the previous best quotes before a new transaction takes place.  In that case, one would expect some small amount of serial correlation in volatility, but not as much as in the case of an order book that “remembers” all quotes that do not improve on the best bid and offer.�

	We further investigated these findings by reestimating the stochastic volatility model, including time-of-day variables in the measurement equation, similar to what was done in previous sections of the paper.  The basic qualitative conclusions remain unchanged with respect to estimated serial correlation properties and the relative variance of volatility errors.  We do find that volatility increases at the open, relative to other trading periods, but that it is generally lower during the hour before closing.  This result is observed in seven of eight possible cases, i.e., for both trading markets and virtually all contracts.

VII.  Concluding Remarks

	We have attempted to provide a balanced comparison of trading activity on an automated market and on the associated open-outcry floor market, across a set of four futures contracts.  This comparison is organized along lines of general research interest in the area of financial market microstructure, namely adverse selection effects, price clustering and its link to value revelation, equilibrium behavior and efficiency, and volatility dynamics.  Some methods are introduced along the way, which we hope will be useful to other researchers in the area.  These include interactive Markov chain modeling for the analysis of discrete pricing dynamics and DYMIMIC models for the estimation of equilibrium relationships with unobserved dynamic components.  We have also provided moment conditions allowing for the estimation of the adverse selection component and serial correlation coefficient in George, Kaul, and Nimalendran’s (1991) spread decomposition by GMM.

	Our conclusions are summarized on a topic-by-topic basis in the introduction.  It may be useful to outline the overall picture, however, as we deduce it from the individual results.

	Asymmetric information problems appear to be exacerbated on the automated market, relative to the floor.  This is most evident in currency futures trading, where there is an alternative overnight market.  It might be thought that this asymmetry across trading systems could hamper the extent to which security value is uncovered by the trading process in the computerized market.  Our results on price clustering reinforce this interpretation.

	Price volatility differences are consistent with larger spreads in the automated market and with relatively lower liquidity.  The latter is not a surprise in considering an “off-hours” trading market.  The dynamics of price volatility are very persistent in the computerized system, while the floor market shows little persistence and small variation in volatility.  One interpretation is that volatility in the automated market is slower to respond to new information.  An alternative explanation is that the presence and mechanics of the electronic order book introduces serial correlation into the bid-ask spread, leading to temporal dependence in the  second moment of price changes.  Both interpretations can be correct, if one believes that the order book smooths information processing based on new order flow, which is quite plausible.

	Despite these apparent negatives, equilibrium behavior, in terms of responses to inventory effects and shocks to order flow, does not appear to be systematically different across trading venues.  Further, both markets appear to be reasonably efficient, based on tests of the equilibrium model.  This suggests that, although liquidity is less in the computerized market, there is sufficient critical mass to support operationally efficient trading behavior.

	Financial economists tend to speak of “more” or “less” liquidity, but they have thusfar, to the best of our knowledge, ignored the issue of critical mass in assessing market structure.  It has been identified as a significant concept in other areas of economics, however, which share the network characteristics of trading markets.�  Its potential importance as an area for theoretical research is suggested not only by our results, but also by the observation that automated and floor markets operating at the same time for trading in essentially the same instrument can coexist, both with substantial market share.�

	

�
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�
Table I

Summary Statistics



This table contains summary statistics on prices and logarithmic price returns from trading on the GLOBEX automated system and the Chicago Mercantile Exchange floor market, for the September 1994 S&P 500, the Deutschemark (DM), the Yen, and the Swiss Franc (SF) contracts over the period 7/1/94 through 9/1/94.  The number of observations varies from about 3000 to 8000 on GLOBEX to roughly 72,000 to 95,000 for the floor, depending on the contract. 



Panel A:	 S&P 500 Futures Contract

��Globex���Floor���������price��457.55���458.55��std. dev.��8.3068���8.6036��return��0.0000���0.0000��std. dev.��0.0002���0.0001��trades/day��184.27���2112.8��

Panel B:	DM Futures Contract

��Globex���Floor���������price��0.6395���0.6387��std. dev.��0.0082���0.0080��return��0.0000���0.0000��std. dev.��0.0005���0.0002��trades/day��65.295���1525.8��

Panel C:	Yen Futures Contract

��Globex���Floor���������price��1.0115���1.0117��std. dev.��0.0111���0.0120��return��0.0000���0.0000��std. dev.��0.0004���0.0001��trades/day��107.52���1683.4��

Panel D:	Swiss Franc Futures Contract

��Globex���Floor���������price��0.7586���0.7578��std. dev.��0.0103���0.0105��return��0.0000���0.0000��std. dev.��0.0007���0.0002��trades/day��34.545���1617.6��




�

Table II

Bid/Ask Spreads and Adverse Selection Components 



This table contains statistics relating to bid/ask spreads and the adverse selection component of such spreads, expressed as a proportion of the spread.  The minimum price variation for the S&P 500 futures contract is 0.05, and that for the currency futures is 0.0001, scaled by a factor of 100 to be 0.01 for reference in the table. The notations G and F denote GLOBEX trading and CME floor trading, respectively.  The row heading “Average” refers to average spreads and adverse selection components over the entire trading day.  “Open” and “Close” denote averages taken over the hour after trading begins and the hour before trading ends, respectively.  “Other” denotes averages over trading activity between the hour after the open and the hour before the close.  Generalized-method-of-moments robust standard errors are reported in parentheses. 





Panel A:	Bid/Ask Spreads







��S&P��DM��YEN��SF������������Average-G��0.104��0.030��0.042��0.053����(0.002)��(0.001)��(0.001)��(0.003)������������Average-F��0.106��0.020��0.024��0.024����(0.000)��(0.000)��(0.000)��(0.000)������������Open-G��0.104��0.030��0.043��0.053����(0.002)��(0.001)��(0.001)��(0.003)������������Open-F��0.110��0.019��0.023��0.023����(0.000)��(0.000)��(0.000)��(0.000)������������Close-G��0.103��0.031��0.041��0.053����(0.002)��(0.001)��(0.001)��(0.003)������������Close-F��0.104��0.019��0.023��0.024����(0.000)��(0.000)��(0.000)��(0.000)������������Other-G��0.107��0.030��0.042��0.053����(0.002)��(0.001)��(0.001)��(0.003)������������Other-F��0.106��0.021��0.024��0.024����(0.002)��(0.000)��(0.000)��(0.000)�������������(Table II, continued)





Panel B:	Adverse Selection Components of the Spread







��S&P��DM��YEN��SF������������Average-G��0.472��0.563��0.690��0.672����(0.014)��(0.032)��(0.025)��(0.043)������������Average-F��0.552��0.424��0.559��0.540����(0.003)��(0.011)��(0.003)��(0.004)������������Open-G��0.632��0.348��0.536��0.808����(0.061)��(0.135)��(0.185)��(0.170)������������Open-F��0.573��0.381��0.520��0.496����(0.003)��(0.013)��(0.004)��(0.006)������������Close-G��0.467��0.657��0.728��0.665����(0.021)��(0.083)��(0.094)��(0.140)������������Close-F��0.547��0.340��0.539��0.536����(0.004)��(0.013)��(0.006)��(0.006)������������Other-G��0.449��0.570��0.697��0.661����(0.024)��(0.036)��(0.026)��(0.047)������������Other-F��0.548��0.440��0.575��0.553����(0.003)��(0.011)��(0.003)��(0.004)������������

�Table III

Price Clustering: Stationary State Probabilities



This table contains estimates of stationary price category probabilities obtained from maximum likelihood estimation of the transition matrix of a first-order Markov chain.  Prices in the S&P 500 are written to two decimal places, e.g., 470.05.  The five price clustering categories are denoted by xxx.05 (8 possible prices), xxx.10 (8 possible prices), xxx.25 (2 possible prices), xxx.50, and xxx.00.  For example, the stationary probability reported in panel A for the xxx.05 category is 0.037, representing the probability of price being in any one of the eight possible subcategories divided by 8.  Prices in the currency futures are written to four decimal places, e.g., 0.7651.  The price categories are denoted by x.xxx1, x.xxx5, and x.xxx0, where the first category has 8 elements.  Standard errors are not reported in the tables, but are zero rounded to the three decimal places reported for all estimates.





Panel A:	S&P 500 Futures Contract



price��Globex���Floor�����������xxx.05��0.037���0.048���xxx.10��0.058���0.053���xxx.25��0.049���0.048���xxx.50��0.063���0.049���xxx.00��0.079���0.053���







Panel B:	Currency Futures Contracts





			   DM			         Yen			       SF



price��Globx�Floor��Globx�Floor��Globx�Floor�������������.xxx1��0.091�0.099��0.087�0.099��0.087�0.099��.xxx5��0.129�0.098��0.146�0.106��0.138�0.101��.xxx0��0.140�0.106��0.157�0.100��0.166�0.108��



�Table IV

Price Clustering: Market State and Intensity Effects



This table contains estimates of the derivatives of the diagonal elements of a Markov chain transition matrix at time t, with respect to price category, or state, probabilities, � EMBED Equation.2  ���, and the frequency of transactions per 15-minute period of trading, T, both at time t-1.  The derivatives are evaluated at sample means of the data, and are based on parameter estimates of a time-varying interactive Markov chain model.  In the case of the market intensity results, the column heading “Globex1” denotes estimates evaluated at the mean of the GLOBEX trading data; the column heading “Globex2” indicates estimates evaluated at the mean transactions frequency of trading on the CME floor.



Panel A:	S&P 500 Futures Contract



				 Market State			     Market Intensity



				   � EMBED Equation.2  ���				            � EMBED Equation.2  ���



price��Globex�Floor��Globex1�Globex2a�Floora�����������xxx.05��-0.521�0.479��-0.012�-0.001� 0.021��xxx.10�� 0.406�0.644��-0.018�-0.004�-0.016��xxx.25�� 0.505�1.649��-0.025�-0.004�-0.112��xxx.50�� 2.247�1.771��-0.008�-0.001�-0.295��xxx.00�� 0.135�1.737��-0.021�-0.003�-0.456��

a x 10-2



Panel B:	DM Futures Contracts



				  Market State			     Market Intensity



				   � EMBED Equation.2  ���				            � EMBED Equation.2  ���



price��Globex�Floor��Globex1�Globex2a�Floora�����������.xxx1�� 0.622�0.000�� 0.369� 1.111� 0.000��.xxx5�� 0.539�1.765��-0.007�-0.000�-0.261��.xxx0��-1.854�3.060��-0.118�-0.002�-0.495��

a x 10-2

�(Table IV, continued)



Panel C:	Yen Futures Contracts



				  Market State			     Market Intensity



				   � EMBED Equation.2  ���				            � EMBED Equation.2  ���



price��Globex�Floor��Globex1�Globex2a�Floora�����������.xxx1��-0.144�0.446��-0.050�-0.007� 0.774��.xxx5��-0.252�0.780��-0.090�-0.006�-0.310��.xxx0�� 0.065�0.839��-0.081�-0.006�-0.344��



a x 10-2





Panel D:	SF Futures Contracts



				  Market State			     Market Intensity



				   � EMBED Equation.2  ���				            � EMBED Equation.2  ���



price��Globex�Floor��Globex1�Globex2a�Floora�����������.xxx1��0.096�-0.013�� 0.096� 0.005�-0.051��.xxx5��0.732� 0.292��-0.372�-0.006�-0.128��.xxx0��0.534� 0.274��-0.552�-0.007�-0.139��



a x 10-2



�Table V

Equilibrium Model of Price Changes 



This table contains estimates of the following state-space DYMIMIC model of price changes,

� EMBED Equation.2  ���

� EMBED Equation.2  ���     

� EMBED Equation.2  ���

in which Rt denotes the change in price, � EMBED Equation.2  ���is the change in inventories, and (t is an innovation to order flow.  The model is estimated by quasi-maximum likelihood, using the Kalman filter, with appropriately adjusted standard errors reported in the table.  Defining � EMBED Equation.2  ���, � EMBED Equation.2  ��� is the total effect of the change in inventories on price changes and � EMBED Equation.2  ��� is the corresponding effect of shocks to order flow, comparable in magnitude across trading systems and contract types.

	

Panel A:	GLOBEX Estimates



��S&P��DM��Yen��SF������������� EMBED Equation.2  �����-0.174��-0.026��-0.007��-0.015����(0.036)��(0.009)��(0.007)��(0.010)������������� EMBED Equation.2  �����-0.580��-0.296��-0.437��-0.379����(0.021)��(0.008)��(0.007)��(0.009)������������� EMBED Equation.2  �����0.223��0.111��0.161��0.146����(0.011)��(0.003)��(0.003)��(0.004)������������� EMBED Equation.2  �����0.230��-0.009��0.099��-0.010����(0.044)��(0.004)��(0.001)��(0.002)������������� EMBED Equation.2  �����-0.017��-0.001��-0.000��-0.001����(0.008)��(0.005)��(0.019)��(0.015)������������������������������������������������������������������������



�(Table V, continued)





Panel B:	Floor Estimates



��S&P��DM��Yen��SF������������� EMBED Equation.2  �����-0.202��-0.146��-0.031��-0.129����(0.038)��(0.037)��(0.019)��(0.035)������������� EMBED Equation.2  �����-0.679��-0.183��-0.521��-0.299����(0.014)��(0.020)��(0.005)��(0.031)������������� EMBED Equation.2  �����0.037��0.151��0.213��0.206����(0.001)��(0.002)��(0.002)��(0.003)������������� EMBED Equation.2  �����0.154��0.919��-0.007��0.902����(0.037)��(0.022)��(0.015)��(0.032)������������� EMBED Equation.2  �����0.079��0.008��-0.003��-0.008����(0.000)��(0.004)��(0.011)��(0.003)�������������������������������������������������������������������������Table VI

Equilibrium Model of Price Changes 



This table contains estimates of the following state-space DYMIMIC model of price changes,

� EMBED Equation.2  ���

� EMBED Equation.2  ���     

� EMBED Equation.2  ���

in which Rt denotes the change in price, � EMBED Equation.2  ���is the change in inventories, and (t is an innovation to order flow.  The variable F is a measure of market intensity, calculated as one plus the number of transactions per fifteen minute period; T0 and Tc denote one plus the time (in minutes) to the open and close, respectively, and Do and Dc are dummy variables, taking on the value of one during the hour just after the open and just before the close, respectively.  The model is estimated by quasi-maximum likelihood, using the Kalman filter, with appropriately adjusted standard errors reported in the table.

	

Panel A:	GLOBEX Estimates



��S&P��DM��Yen��SF������������� EMBED Equation.2  �����-0.023��-0.116��0.012��0.047����(0.014)��(0.037)��(0.032)��(0.017)������������� EMBED Equation.2  �����-0.046��-0.022��-0.176��-0.459����(0.011)��(0.008)��(0.046)��(0.030)������������� EMBED Equation.2  �����0.067��0.101��0.086��0.113����(0.009)��(0.008)��(0.009)��(0.005)������������� EMBED Equation.2  �����0.014��-0.019��0.005��-0.008����(0.010)��(0.004)��(0.010)��(0.009)������������� EMBED Equation.2  �����-0.108��0.021��-0.049��-0.087����(0.006)��(0.004)��(0.043)��(0.020)������������� EMBED Equation.2  �����0.142��0.025��0.126��0.130����(0.049)��(0.047)��(0.082)��(0.023)������������� EMBED Equation.2  �����0.049��0.004��0.015��0.090����(0.016)��(0.017)��(0.013)��(0.008)������������� EMBED Equation.2  �����0.139��0.014��0.131��0.168����(0.001)��(0.051)��(0.003)��(0.007)������������� EMBED Equation.2  �����-0.094��-0.111��-0.098��-0.093����(0.001)��(0.004)��(0.008)��(0.008)��

(Table VI, continued)





Panel B:	Floor Estimates



��S&P��DM��Yen��SF������������� EMBED Equation.2  �����-0.116��-0.086��0.045��-0.023����(0.037)��(0.031)��(0.014)��(0.014)������������� EMBED Equation.2  �����-0.022��-0.099��-0.235��-0.046����(0.008)��(0.012)��(0.033)��(0.011)������������� EMBED Equation.2  �����0.101��0.127��0.090��0.066����(0.008)��(0.006)��(0.008)��(0.009)������������� EMBED Equation.2  �����-0.019��-0.035��0.050��0.014����(0.004)��(0.017)��(0.008)��(0.010)������������� EMBED Equation.2  �����0.021��0.032��-0.261��-0.108����(0.047)��(0.037)��(0.042)��(0.049)������������� EMBED Equation.2  �����0.025��0.066��0.096��0.097����(0.047)��(0.050)��(0.008)��(0.110)������������� EMBED Equation.2  �����0.004��0.013��0.091��0.049����(0.017)��(0.027)��(0.016)��(0.016)������������� EMBED Equation.2  �����0.014��0.090��0.110��0.139����(0.051)��(0.001)��(0.008)��(0.001)������������� EMBED Equation.2  �����-0.111��0.002��-0.101��-0.094����(0.004)��(0.004)��(0.002)��(0.001)������������





�Table VII

Volatility and Volatility Dynamics



This table contains estimates of the unconditional standard deviation of price changes, � EMBED Equation.2  ���, and of the parameters of the stochastic volatility model,

� EMBED Equation.2  ���

� EMBED Equation.2  ���

in which � EMBED Equation.2  ��� is the logarithm of the variance of � EMBED Equation.2  ���, and where � EMBED Equation.2  ��� is the innovation to price changes in a model relating the latter to lagged price changes, changes in inventories, shocks to order flow, frequency of trading, and time-of-day variables.  The stochastic volatility model is estimated by quasi-maximum likelihood using the Kalman filter, with appropriately adjusted standard errors reported in the table.



Panel A:	GLOBEX Estimates

��S&P��DM��Yen��SF������������� EMBED Equation.2  �����0.090��0.316a��0.426a��0.517a����������������������� EMBED Equation.2  �����-0.240��-0.153��-0.013��-0.274����(0.021)��(0.017)��(0.012)��(0.026)������������� EMBED Equation.2  �����0.905��0.914��0.986��0.886����(0.008)��(0.009)��(0.013)��(0.007)������������� EMBED Equation.2  �����0.294��0.354��0.070��0.621����(0.014)��(0.018)��(0.043)��(0.048)������������a x 10-3



Panel B:	Floor Estimates

��S&P��DM��Yen��SF������������� EMBED Equation.2  �����0.057��0.108a��0.131a��0.134a����������������������� EMBED Equation.2  �����-0.190��0.247��0.440��0.407����(0.017)��(0.017)��(0.015)��(0.015)������������� EMBED Equation.2  �����0.210��0.216��0.244��0.238����(0.004)��(0.006)��(0.009)��(0.008)������������� EMBED Equation.2  �����0.001��0.000��0.001��0.001����(0.000)��(0.002)��(0.000)��(0.000)������������
a x 10-3



� For a detailed description, see Schwartz (1988).

� See Friedman (1993) for a survey of research on the auction institution.  A good example in the context of financial market structure is provided by the work of Madhavan (1992).

� See Domowitz (1993a) for a classification of roughly 50 such markets.   Debates over viability date at least from Melamed (1977).  Institutional discussion may be found, for example, in Domowitz (1993b) and Harris (1990).  Glosten (1994) provides a theoretical treatment of the dominance issue.

� See Domowitz and Lee (1996) for general discussion and a listing of concerned regulatory bodies on a global basis.  The connection between system design and regulation is emphasized in Corcoran and Lawton (1993),  Sundel and Blake (1991),  Domowitz (1992), and IOSCO (1990).

� See Kofman and Moser (1995), Pirrong (1995), and Franke and Hess (1995).   Similar work for the Nikkei stock index futures contract, traded in Japan and Singapore, is done by Fremault-Vila and Sandmann (1995).  Related work also includes that of Grunbichler, Longstaff, and Schwartz (1994), with respect to lead-lag relationships between the German DAX index, the underlying components of which are traded on the floor, and the future on the index, traded by an automated system.

� See, for example, Harris (1990) and Stoll (1992).

� See Kofman and Moser (1995) and Fremault-Vila and Sandmann (1995) for autoregressions complemented by models of time variation in volatility.  Pirrong (1995) considers volume, while Franke and Hess (1995) examine market share relative to volatility.

� This point is inherent in the work of Glosten (1994), while theoretical work demonstrating the basic hypothesis also is provided by Madhavan (1992) in the context of dealer, continuous auction, and periodic auction markets.

� An exhausting, but hardly exhaustive, list of references would include Harris (1990), Huang and Stoll (1991), Pagano and Roell (1992),  Bollerslev and Domowitz (1991), Grunbichler, Longstaff, and Schwartz (1994), Pirrong (1995),  and Fremault-Vila and Sandmann (1995).

� A series of screen displays for the GLOBEX system is presented in Domowitz (1993b).

� The data run through contract expiration, but we eliminate observations which are close enough to the end of a cycle as to be unrepresentative, given traders’ proclivity to roll over positions to the next expiration in advance of the expiration date.  This activity is clearly visible in our data for trading into the month of September.

� We thank Gordon Kummel, of K2 Capital Management, Inc., for making these data available.  The original source is the Chicago Mercantile Exchange, distributed on the Knight-Ridder financial network.

� Other opinions exist, and space precludes a survey of all arguments.  See Kofman and Moser (1995) on anonymity, for example.  Pagano and Roell (1992) deal with order flow considerations.  Personal relationships and their potential impact on adverse selection costs for non-informed traders are modeled by Beneviste, Marcus and Wilhelm (1992).

� See Roll (1984), Glosten and Harris (1988), Stoll (1989), George, Kaul and Nimalendran (1991), Huang and Stoll (1994), and Neal and Wheately (1995).

� Models suitable for empirical implementation differ largely with respect to observable data characteristics and certain assumptions concerning autocorrelation properties of  data and unobservable components.  Huang and Stoll (1994) provide an analytical survey.

� We note that the moment condition in population terms produces two possible roots in the serial correlation coefficient.  In practice, various initial values are used in estimation to isolate the parameter of interest.

� The eight cases are composed of the stock index and three currency futures traded on the two systems.  The rejections are for the S&P 500 and SF floor-traded contracts.  The point estimates are 0.06 and 0.02, respectively.  We also estimated all relationships on a week-by-week basis, revealing that the rejections were due to trading activity in only two of the nine weeks under study.

� If ( is not zero, we can still estimate the same parameters as before using

Rt  =  (Rt-1 + (s/2)Qt - (s/2)((+(1-())Qt-1 +(s/2)((1-()Qt-2 + (t,

in place of (1), or

E[(Rt - (Rt-1)(Rt-2 - (Rt-3)]  =  (s2/4)((1-(),

together with (3).

� We also estimated the spread component using the method of Huang and Stoll (1994), which allows separate identification of transactions costs, inventory, and adverse selection components for the GLOBEX system.  The results for the latter component are virtually identical to those reported below and in table II.

� This suggestion was not actually implemented by Harris, who used an alternative method to account for serial correlation in his basic analysis of frequencies.  He relied largely on the cross-sectional variation across a large sample of stocks to model clustering effects.  We have no such cross-section, and necessarily must adopt a time-series oriented approach to the problem.

� There are numerous references to to the formulation and estimation of Markov chain models.  We rely here on the general outline of Hamilton (1994) for time-invariant transitions, and on MacRae (1977) and Conlisk (1976) for time-varying chains, without further reference.

� For example, in the Yen market, � EMBED Equation.2  ��� = Pr( Price of Yen = x.xxx0).

� The largest eigenvalue of P cannot be used as such a measure, since (1(P) = 1, necessarily.

� This technique for discrete probability models is more fully elaborated upon in Bollerslev, Domowitz and Wang (1995) in a different context.

� There is one sense in which we reinterpret their model to fit the empirical application, namely an interpretation of their “specialist” with representative market making on the floor and computerized system.  The authors also speak of “floor brokers” in this context.

� See Hamilton(1994), chapter 13, for an introduction to the Kalman filter.

� The version used here is that of equations (8) and (17) in Madhavan and Smidt (1993).

� Alternative formulations were investigated, including a full VAR structure for the state variables and the addition of observables such as lagged price changes to the state specification.  The additional terms in the former specification are estimated very imprecisely and add nothing to the results.  The addition of lagged observables also does little to help the specification and yields estimates of the coefficients of interest quite similar to those reported here.

�  See Bollerslev and Wooldridge (1992) and the references therein.

� We further investigated this issue by estimating alternative equilibrium structures.  For example, the formulation of Madhavan (1992) for auctions with large numbers of traders is a model in which only volume appears as relevant for explaining price changes.  Estimation of this model using the same technique yields predictions at odds with the alternative equilibrium theory, for both systems and all contracts.  Discussion of the potential interpretation problem and related use of equilibrium predictions to interpret dynamic unobservables is contained in Watson and Kraft (1984).

� A similar problem is noted by Hamilton (1994, p. 388) in the context of the estimation of an MA(1) process via the Kalman filter, for example.

� Since the standard errors are relatively small, we did not estimate the currencies as a multivariate system.

� For the evidence on equities, see for example Hasbrouck (1988), Madhavan and Smidt (1993), and Hasbrouck and Sofianos (1992).  Manaster and Mann (1994) document mean reversion for the inventory process on the level of individual traders, and find support for a unit root only in aggregate inventories at the level of the trading pit.

� See Hodrick (1987).

� The form of this relationship is inherent in the derivation of Kyle (1985), for example, and can be derived under a variety of alternative assumptions.  See, for example, Domowitz, Glen, and Madhavan (1996) for another model leading to the same general form.  Yet another alternative is that of Coppejans and Domowitz (1996).

� The same paradigm is used by Fremault-Vila and Sandmann (1995), while Kofman and Moser (1995) employ a GARCH model.  Comparisons between the two are discussed at length by Harvey, Ruiz and Shephard (1994), for example.

� This idea is formalized in Bollerslev and Domowitz (1993), by defining memory in terms of the number of quotes at different prices that are permitted to rest on the order book.  They show that serial correlation in conditional second moments is nondecreasing as a function of the number of such quotations.

� See, for example, Oren and Smith (1981) and Katz and Shapiro (1986).

� Kofman and Moser (1995) note, for example, that trading on the automated DTB in the Bund contract has maintained a roughly constant 35 percent of the total Bund volume, in the face of the liquid LIFFE floor market.
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